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Abstract

Mergers have long been understood to be a driver of galaxy and galaxy cluster evolution.
They release tremendous amounts of gravitational potential energy – O„1059” and O„1064”
ergs in galaxies and clusters, respectively – which is dissipated in powerful shock waves.
In galaxies especially, the strong tidal effects can have profound effects on the remnant
morphology. Although the modelling of mergers has a long history, it is only recently that
it has been fully appreciated just how sensitive they are to a range of factors, including
the existence of circumgalactic media (CGM), accretion along filaments, and pre-existing
magnetic fields. Modelling these aspects in a cosmologically-consistent manner necessitates
the use of high-resolution cosmological magnetohydrodynamic (MHD) simulations. In this
work, we use such simulations to investigate two distinct merger-related phenomena: i)
magnetic fields in galaxy mergers, and ii) the origin of radio relics in galaxy clusters.

For the first topic, we isolate the impact of magnetic fields by running a series of hydrody-
namic and MHD “zoom-in” simulations of disc galaxy mergers. We show that magnetic fields
are able to have a major impact on the morphology of the remnant galaxy: remnants in MHD
simulations form extended discs with flocculent spiral structures, whilst hydrodynamic simu-
lations form compact remnants with bar-and-ring morphologies uncommon in observations.
We show that a small-scale dynamo can only develop given sufficient resolution, explaining
why this effect has not been seen before. Furthermore, we present a mechanism that explains
how the magnetic fields affect mergers: we find that the amplified magnetic field alters the
transport of angular momentum during the merger, with subsequent resonances, stellar feed-
back, and accretion ultimately causing the diverging morphologies. Finally, we show that
the impact of such mergers can be felt even in galaxies that have more quiescent merging
histories. We conclude that magnetic fields are thus essential for the accurate simulation of
disc galaxies.

For the second topic, we start by outlining the seven major problems that currently
challenge our understanding of radio relics. To solve these, we use a hybrid strategy; first
running zoom-in simulations of cluster mergers to identify typical shock conditions at relic
distances, before using the results to inform a series of idealised shock-tube simulations. We
find that, upon colliding with an accretion shock, merger shocks produce a thin, dense sheet,
which propagates into upstream density fluctuations. This scenario leads to a) the formation
of a Mach number distribution, b) shock corrugation, and c) a Rayleigh-Taylor instability at the
contact discontinuity. These effects flatten cosmic ray electron spectra, biasing radio-derived
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Mach numbers high, thereby explaining the observed discrepancy with X-ray derived Mach
numbers. They also lead to additional compression, which produces the observed �G-strength
magnetic fields, and turbulence behind the shock front, which invalidates laminar-flow based
cooling models. Furthermore, we find that the tail of the Mach number distribution dominates
the radio emission. This explains the observation of radio relics in shocks withMX�ray fi 2,
despite the increasing evidence for the existence of a critical Mach number ofMcrit � 2�3,
below which cosmic ray electron acceleration is ineffective. Finally, we find that upstream
density turbulence can explain many aspects of radio relic morphology. We hence solve four
of the seven outstanding problems, with partial answers provided to a fifth.
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Zusammenfassung

Kollisionen gelten seit langem als treibende Kraft hinter der Entwicklung von Galaxien
und Galaxienhaufen. Sie setzen enorme Mengen an Gravitationsenergie frei – O„1059” bzw.
O„1064” Erg in Galaxien bzw. Galaxienhaufen – die in starken Stoßwellen dissipiert wer-
den. Insbesondere in Galaxienkollisionen können die starken Gezeiteneffekte tiefgreifende
Auswirkungen auf die Morphologie der entstehenden Galaxie haben. Obwohl die Mod-
ellierung von Galaxienfusionen eine lange Geschichte hat, ist erst vor kurzem vollständig
gewürdigt worden, wie empfindlich sie auf eine Reihe von Faktoren reagieren, darunter die
Existenz zirkumgalaktischer Medien (CGM), Akkretion entlang von Filamenten und bereits
vorhandene Magnetfelder. Um diese Aspekte auf kosmologisch konsistente Weise zu model-
lieren, sind hochauflösende kosmologische magnetohydrodynamische (MHD) Simulationen
erforderlich. In dieser Arbeit verwenden wir solche Simulationen, um zwei unterschiedliche
Phänomene im Zusammenhang mit Kollisionen zu untersuchen: i) Magnetfelder bei Fusionen
von Galaxien und ii) den Ursprung von Radiorelikten in Galaxienhaufen.

Für das erste Thema isolieren wir die Auswirkungen von Magnetfeldern, indem wir
eine Reihe von hydrodynamischen und MHD-„Zoom-In“-Simulationen von Fusionen von
Scheibengalaxien durchführen. Wir zeigen, dass Magnetfelder einen großen Einfluss auf
die Morphologie der entstehenden Galaxie haben können: die neufusionierten Galaxien
in MHD-Simulationen bilden ausgedehnte Scheiben mit Flocken-artigen Spiralstrukturen,
während hydrodynamische Simulationen kompakte Galaxien mit Balken- und Ringmorpholo-
gien bilden, die so nicht beobachtet werden. Wir zeigen, dass sich ein klein-skaliger Dynamo
nur bei ausreichender Auflösung entwickeln kann, was erklärt, warum dieser Effekt bisher
nicht beobachtet wurde. Darüber hinaus präsentieren wir einen Mechanismus, der erklärt,
wie sich Magnetfelder auf Galaxienfusionen auswirken: Wir stellen fest, dass das verstärkte
Magnetfeld den Transport des Drehimpulses während der Fusion verändert, wobei nachfol-
gende Resonanzen, Feedback von Sternen und Akkretion letztendlich die unterschiedlichen
Morphologien verursachen. Schließlich zeigen wir, dass die Auswirkungen solcher Galax-
ienfusionen sogar in Galaxien vorkommt, deren Entstehungsgeschichte eher ruhig ist. Wir
kommen zu dem Schluss, dass Magnetfelder daher für die genaue Simulation von Scheiben-
galaxien von entscheidender Bedeutung sind.

Für das zweite Thema beginnen wir mit der Darstellung der sieben Hauptprobleme, die
derzeit unser Verständnis von Radiorelikten in Frage stellen. Um diese zu lösen, verwen-
den wir eine Hybridstrategie: Zunächst führen wir Zoom-In-Simulationen von Kollisionen
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von Galaxienhaufen durch, um typische Bedingungen von Stoÿwellen bei den Radien zu
identi�zieren, wo Radiorelikte vorkommen. Danach verwenden wir die Ergebnisse, um eine
Reihe idealisierter Stoÿrohrsimulationen zu erstellen. Wir stellen fest, dass durch Haufenkol-
lision verursachte Stoÿwellen mit Stoÿwellen interagieren, die durch Gasakkretion zustande
kommen, und dabei eine dünne, dichte Schicht erzeugen, die sich in vorgelagerte Dichte�uk-
tuationen ausbreitet. Dieses Szenario führt zu a) der Bildung einer Machzahlen-Verteilung,
b) einer Faltung der Stoÿwellen und c) einer Rayleigh-Taylor-Instabilität an der Kontakt-
diskontinuität. Diese E�ekte �achen die Elektronenspektren der kosmischen Strahlung ab
und verzerren die aus Radiostrahlung abgeleiteten Mach-Zahlen zu gröÿeren Werten, was
die beobachtete Diskrepanz mit den aus Röntgenstrahlung abgeleiteten Machzahlen erklärt.
Sie führen auch zu zusätzlicher Kompression, die die beobachteten Magnetfelder mit einer
Stärke von� G erzeugt, und Turbulenzen hinter der Stoÿfront, die auf laminarer Strömung
basierende Kühlmodelle ungültig machen. Darüber hinaus stellen wir fest, dass das Ende
der Machzahlen-Verteilung die Radioemission dominiert. Dies erklärt die Beobachtung von
Radiorelikten in Stoÿwellen mitM X � ray ® 2, trotz der zunehmenden Hinweise auf die Ex-
istenz einer kritischen Mach-Zahl vonM crit � 2–3, unterhalb der die Beschleunigung der
Elektronen der kosmischen Strahlung nicht besonders e�zient ist. Schlieÿlich stellen wir fest,
dass die Dichteturbulenzen stromaufwärts viele Aspekte der Morphologie von Radiorelikten
erklären können. Damit lösen wir vier der sieben o�enen Probleme und liefern Teilantworten
auf ein fünftes.
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1 | Introduction

1.1 Context
In the last half-century, numerical simulations have revolutionised our understanding of various astro-

physical phenomena. This includes seminal works such as the galaxy merger simulations of Toomre and
Toomre (1972), which showed that the distorted morphologies of many irregular galaxies can be explained
by mergers, and the pioneering simulations by Davis et al. (1985), which showed that only a cold dark
matter model with a cosmological constant (known as the� CDM model) can produce large-scale structure
consistent with observations, thereby ushering in the age of the standard model of cosmology. Since these
studies, the computational power available to numericists has increased exponentially, enabling simulations
to become ever more detailed. This has improved them in four key ways:

1. Increased resolution:

Naturally, increased resolution increases the depth of structure that can be resolved. However, it can
also improve the robustness of the simulation. It has been found, for example, that structures in galaxy
simulations are only well-resolved above a threshold of ten million particles (Khoperskov et al., 2007).
Furthermore, some phenomena are resolution-dependent. For example, Sparre and Springel (2016)
�nd that bursty star formation can only be replicated in the Springel and Hernquist (2003) interstellar
medium (ISM) model above a threshold dark matter mass resolution of< DM = 5 � 105M � .

2. Additional physics:

In many cases this is facilitated by the previous point as, without su�cient resolution, the e�ects
of such physics fall under the domain of subgrid models. For example, older ISM models typically
make implicit assumptions about the nature of multiphase gas, whilst models today increasingly try to
model this explicitly. By modelling physics explicitly, we move away from descriptive models, which
necessarily require the use of tuning parameters, and towards less arbitrary models, based upon more
fundamental laws of physics1. In galaxy and galaxy cluster simulations, non-standard physics now
includes radiative transfer (Kannan et al., 2020), non-equilibrium chemistry (Thomas et al., 2024),
neutrinos (Liu et al., 2018), magnetic �elds (Pakmor et al., 2017), and cosmic rays (Pfrommer et al.,
2017a)2.

3. Simulating the correct environment:

It has long been known that galaxies are �aware� of their environment, in that they show correlations
between, for example, morphology and density (Dressler, 1980). It is only much more recently,

1It should be noted, however, that this is only helpful as long as the model is robust to changes in resolution and random number
generation.

2Citations are provided as examples and by no means form an exhaustive list.
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however, that we have realised to what extent they are a�ected by the circumgalactic medium (CGM)
(Sparre et al., 2022), accretion along �laments (Berlok and Pfrommer, 2019), and the impact of
so-called galactic fountain �ows, launched by stellar and active galactic nuclei (AGN) driven winds
(Grand et al., 2019). The environment also plays a major role in sculpting shock wave morphology
(Lee et al., 2024b) and, more generally, in setting the orbital parameters of mergers, as galaxy and
cluster velocities are strongly a�ected by the tidal �eld. Several works have shown that the outcome
of galaxy mergers is highly sensitive to these parameters (see, e.g., Naab and Burkert, 2003).

4. Simulating over cosmological time:

Whilst the environment plays a key role in galaxy and galaxy cluster simulations, a fully realistic
simulation must also take into account the cosmology. This usually necessitates running the simulation
over cosmological time, thereby allowing structure to evolve in a cosmologically-consistent manner.
In this way, we can further reduce the number of free parameters available for tuning. Such simulations
are then better able to re�ect the physics of our own Universe.

Whilst cosmological simulations have many advantages, they are computationally very expensive. This
typically leads to a reduction in the maximum possible resolution. As a result, one of two techniques are
typically used: �rstly, cosmological �zoom-in� simulations are employed, which concentrate computational
resources on the Lagrangian frame around an object of interest, with degraded resolution at distances beyond
this zone. In doing so, the large-scale tidal �eld and accretion �ows are accurately captured, with the object
itself being resolved with enhanced resolution. The second method is to create isolated simulations using
results from cosmological simulations to inform the initial conditions. This method allows for yet higher
resolution, and provides an idealised sandbox, in which parameters can be easily adjusted. This, in turn,
allows us to more easily understand how such parameters impact the resulting physics. Most importantly,
however, basing such simulations on cosmologically-consistent results means that we make sure that we are
probingrelevantphysics. We have used both of these techniques in this dissertation to tackle the following
topics:

i) The role of magnetic �elds in disc galaxy mergers

ii) The physics of radio relics in galaxy clusters

Both of these research areas are of signi�cant interest: mergers play a key role in galaxy evolution, but
which physics is important in this process, and, consequently, what needs to be included in future simulations
of galaxy evolution, is as yet unclear. On the other hand, with the advent of higher resolution observations,
radio relics are being increasingly appreciated for their potential as cosmic-scale laboratories, providing
insights into the acceleration of cosmic ray electrons and plasma-scale processes, as well as a window onto the
intracluster medium (ICM) at the periphery of galaxy clusters. Moreover, the tools required to investigate these
problems in a cosmologically-consistent manner � namely, cosmological magnetohydrodynamic (MHD)
codes (e.g. Bryan et al., 2014; Pakmor et al., 2017; Katz et al., 2021) and spectral cosmic ray electron codes
(Winner et al., 2019; Böss et al., 2023) � have �nally become available in the last few years.

To answer the role of magnetic �eld in disc galaxies we analyse the cosmological �zoom-in� galaxy
merger simulations initially produced for my Masters thesis. This comprises of a suite of eight high-
resolution simulations, run with MHD and hydrodynamic variations. They are supported by four further
simulations run to provide a resolution study and analysis of eight simulations of more isolated, albeit still
cosmological, galaxies. For the radio relic study, meanwhile, we perform zoom-in simulations of galaxy
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clusters, using these to analyse the development of shocks in cluster mergers. From these results, we construct
a series of idealised shock-tube simulations, where we can better resolve the underlying physics. By evolving
cosmic ray electron spectra using the codeCrest (Winner et al., 2019) and post-processing the result with
the emission codeCrayon+ (Werhahn et al., 2021a), we are able to produce mock-observablesab-initio.
In doing so we are able to show that magnetic �elds play a major role in mergers of disc galaxies, and can
propose a scenario that solves many of the problems current challenging our understanding of radio relics.

1.2 Structure of the thesis
The thesis is structured as follows: in Chapter 2, I provide a summary of the theory required to understand

the topics tackled in the following chapters. Speci�cally I cover the basics of structure formation in the
Universe, including galaxy and galaxy cluster formation (Sec. 2.1 and Sec. 2.2). I then provide an overview
of galaxy and galaxy cluster mergers (Sec. 2.3), and the ground theory behind magnetic �elds (Sec. 2.4),
shocks (Sec. 2.5), and cosmic rays (Sec. 2.6).

In Chapter 3, I present the published paper Whittingham et al. (2021). Here, we build on work �rst
presented in my Masters thesis, showing how gas-rich mergers of disc galaxies are a�ected by magnetic
�elds. We �nd that, given su�cient resolution, they have a substantial e�ect, and that this e�ect can be felt
even in simulations of disc galaxies with more quiescent merger histories. We additionally show evidence
for the existence of a small-scale dynamo in these simulations.

In Chapter 4, I present the published paper Whittingham et al. (2023). Here, we expand upon this analysis,
showinghow the magnetic �elds are able to a�ect the outcome of mergers. We �nd that they are able to
have a signi�cant a�ect on the mediation (or otherwise) of angular momentum. This a�ects the baryonic
concentration in the merger remnants, changing the way resonances form within the disc. This, in turn, has
a knock-on e�ect on the generation of stellar winds, which substantially a�ects the further accretion of gas
post-merger. We discuss the conditions under which these results hold for other merger scenarios, galaxy
formation models, and MHD implementations. We conclude that magnetic �elds are critical for the accurate
simulation of disc galaxies.

In Chapter 5, I present the submitted paper Whittingham et al. (2024). Here, we focus on radio relics,
de�ning seven major outstanding problems regarding their origin. Using cosmological simulations of cluster
mergers, we identify that merger shocks collide with accretion shocks at distances typical for radio relics.
This results in the production of a dense, shock-compressed sheet. By modelling this scenario with idealised
shock-tube simulations and including unresolved upstream density �uctuations, we show that this process
leads to: i) the formation of a distribution of Mach numbers at the shock-front, ii) shock corrugation, and
iii) the generation of a Rayleigh-Taylor instability at the trailing edge of the shock-compressed region. We
show that, in turn, these e�ects are able to explain: i) the X-ray vs. radio Mach number discrepancy, ii) the
observation of� G-strength magnetic �elds in radio relics, and iii) the inability of standard cooling models
to replicate spectral index variations.

In Chapter 6, I present work which forms the basis of a paper currently in preparation. This paper
expands upon the previous one by varying the relative variance, power law slope, and the injection scale of
the upstream density turbulence. In doing so, we are able to show that it is primarily the relative variance
that sets the Mach number distribution and impacts the radio relic morphology. We also show that, due to
corrugation, the shock front is able to produce a �lamentary structure in projection, which is consistent with
observations. Indeed, we show that this may provide a window into the scale of turbulent injection in the
ICM. Finally, we also show that, as the radio emission is predominantly produced by the tail of the Mach
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number distribution, a critical Mach number ofM crit � 2•3 is compatible with observations in shocks at
least as weak asM = 2, even in upstream conditions with low relative variance.

In Chapter 7, I re-cap the work undertaken to make the cosmic ray spectral codeCrest andArepo's
shock-�nder suitable for high-resolution cosmological simulations. These improvements have been made
with a view to running simulations that show whether su�ciently energetic fossil electrons can be produced
for radio relics through large-scale structure formation alone (see earlier work by Pinzke et al., 2013).

In Chapter 8, I summarise the major conclusions of the preceding chapters and present the outlook for
the future.

Finally, in Chapter 9, I provide a list of all the publications I have been involved in during my doctoral
studies, with an explicit breakdown of my contributions. This includes a breakdown of which parts of
Chapters 3 and 4 were produced during these studies.
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2 | Theory

2.1 Basics of cosmology
In this �rst section, we present a brief summary of the principles that inform the initial conditions of our

cosmological simulations. This includes the origin of the cosmological density parameters used, and a short
recap of how structure forms in a hierarchical� CDM Universe. Standard theory can be found in Peebles
(1993) and Peacock (1999), amongst other well-known cosmology textbooks.

2.1.1 Assumptions and parameters

Most cosmological models are based on three key assumptions:

i) the cosmologicalor Copernicanprinciple, which implies that our position in the Universe is not
preferred to any other;

ii) when averaged over su�ciently large scales, the observable properties of the Universe are isotropic,
and

iii) general relativity, which states that spacetime is a four-dimensional manifold governed by Einstein's
�eld equations1.

By the �rst assumption, the second must hold for every observer in the Universe. It follows that if the
Universe is isotropic around every point, it must also be homogeneous. Isotropy is supported by observations
of the cosmic microwave background (CMB, see Sec. 2.1.3), whose temperature �uctuations are on the order
of � ) •) � 10� 5 across all lines-of-sight (Jarosik et al., 2011; Planck Collaboration, 2014, 2018). It is
also supported by redshift surveys, which show that structure in the Universe is approximately isotropic and
homogeneous on scales much larger than 100 Mpc (Blanton et al., 2017), thus providing a successful test of the
cosmological principle. General relativity, meanwhile, has produced predictions consistent with observations
across a range of scales. These include, but are not limited to, the precession of Mercury's perihelion, the
de�ection of light by gravity (Dyson et al., 1920), gravitational redshift (Pound and Rebka, 1959), gravitational
time dilation (e.g. the timekeeping underlying Global Positioning Systems), the observation of gravitational
waves (Abbott et al., 2016) and the existence and observation of the �shadow� of a black hole (Event Horizon
Telescope Collaboration et al., 2022).

1Informally, this framework is often paraphrased as �matter tells spacetime how to curve; curved spacetime tells matter how to
move�.
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Assuming an isotropic and homogeneous universe, one can directly derive the Friedmann-Lemaître-
Robertson-Walker metric:

dB2 = � 2dC2 ¸ 0¹Cºd2 2• (2.1)

Here,dB2 is the spacetime interval,2is the speed of light,d2 is the metric for a three-dimensional maximally-
symmetric space, and0¹Cº is the scale factor, which describes the expansion or contraction of the Universe
with time, C. Adopting this metric and applying it to Einstein's �eld equations, we can derive Friedmann's
equations: �

¤0
0

� 2

=
8c�d

3
�

:22

02 ¸
� 22

3
– (2.2)

and �
¥0
0

�
= �

4c�
3

�
d ¸

3%
22

�
¸

� 22

3
– (2.3)

where0 = 0¹Cº, dots represent time derivatives,� is the gravitational constant,d is the volumetric mass
density,%is pressure,� is the so-called cosmological constant2, which can be generalized to the concept
of dark energy, and: is a curvature parameter, equal to -1, 0, or 1, describing negative, zero, and positive
spatial curvature, respectively.

These equations can be solved exactly for a perfect �uid that has the equation of state:

%= Fd22– (2.4)

whereF determines how the pressure scales with the rest mass energy,d22. Non-relativistic matter, for
example, can be approximated withF = 0, as%� d22. Meanwhile, for relativistic fermions and bosons,
F = 1•3. This implies that

dm ¹Cº = dm–0 0� 3 (2.5)

and
dr ¹Cº = dr –0 0� 4– (2.6)

where subscripts �m� and �r� refer to non-relativistic and relativistic matter, respectively, and the subscript
� 0� indicates the variable at the present time. By convention, we typically set0¹C0º = 1.

In the following, we will use the Hubble function, de�ned as:

� ¹0º :
¤0
0

• (2.7)

This is sometimes parameterised by the dimensionless Hubble parameter,� , where� 0 = � ¹0 = 1º = 100�
km s� 1 Mpc� 1, allowing for the comparison of data between di�erent cosmological models. Inverting the
Hubble constant at the current time produces the Hubble time,CH = 1• � 0, which is the current cosmological
expansion timescale and a very rough estimate for the age of the Universe. This will be useful for comparing
timescales later.

We now de�ne the density parameter:

 - :

d-

dcrit
– (2.8)

where- represents di�erent matter-energy components in the Universe, anddcrit is the so-called critical

2There have been recent claims that this �constant� evolves over time (DESI Collaboration et al., 2024).
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density:

dcrit ¹0º :
3� ¹0º2

8c�
– (2.9)

This parameter is important, as, if we let

d� �
� 22

8c�
– (2.10)

we may set
dtot ¹0º � dm ¹0º ¸ dr ¹0º ¸ d� (2.11)

and thus, ifdtot ¹0º = dcrit ¹0º, by Eq. (2.2),: = 0, and we live in a spatially �at Universe.

Using the above de�nitions and scalings, we may re-write Eq. (2.2) as:

� ¹0º
� 0

= � ¹0º =
q


 r –00� 4 ¸ 
 m–00� 3 ¸ 
 k–00� 2 ¸ 
 � – (2.12)

where variables have their previously given de�nitions and we have introduced the new variable� ¹0º to
abbreviate the right-hand side3. In order to understand the growth of the Universe we need only assign values
to the cosmological density parameters,
 - .

2.1.2 Measuring the cosmological parameters

There are several strategies available for measuring the cosmological parameters in Eq. (2.12). Firstly,� 0

can be measured by using so-called �standard candles� where we have constraints on the typical luminosity
of an object. In the local Universe, such standard candles are Cepheid variable stars (Anderson, 2024) and
the tip of the red giant branch (Freedman et al., 2019). By comparing the observed brightness with their
expected brightness, we can derive the distance of the stars,3. This can then be used to calculate� 0, as

� r = � 03 ¸ � pec– (2.13)

where� r is the recessional velocity along the line of sight � the speed that the object is moving away from us
� and � pec is the peculiar velocity � the velocity component along the line of sight unrelated to cosmological
expansion. The remaining factor,� 03 is often referred to as theHubble �ow.

Calculating� r can, in turn, be done by measuring the redshift of the emitted light:

I :
_obs � _emit

_emit
(2.14)

where_emit is the wavelength the light was emitted at and_obs is the wavelength it was observed at. For
local measurements and non-relativistic speeds,I � � r •2, so that, statistically,

2I = � 03• (2.15)

Note, that when the shift in wavelength is purely due to the expansion of space,

1 ¸ I =
1

0¹Cº
• (2.16)

3We have also assumed in this step that%� = � d� 22 . This is consistent with the results of Planck Collaboration (2018), but more
complex models do exist (see, in particular, DESI Collaboration et al., 2024).

7



Hence cosmological redshift is directly linked to the size of the Universe at the time of emission and also,
through Eq. (2.12), a measure of time elapsed since emission.

The local distance measurement with the current least uncertainty is� 0 = 73•04 � 1•04 km s� 1 Mpc� 1

(Riess et al., 2022). It should be noted, however, that measurements derived from the CMB imply a
signi�cantly lower value of� 0 = 67•66 � 0•42 km s� 1 Mpc� 1 (Planck Collaboration, 2018). The origin of
this discrepancy is still a cause of considerable debate (Hu and Wang, 2023).

Beyond the local Universe, we can use supernovae type Ia (SNIa) as a standardizable candle, as these
release approximately 1043 erg s� 1 at maximum brightness (Prialnik, 2009) and can be calibrated via the
Philipps relation (a tight correlation of light-curve width and peak apparent brightness) to an absolute
brightness (Phillips, 1993). For redshifts greater thanI ¦ 0•1, however, the approximation introduced in
Eq. (2.15) breaks down and, instead, we must use the luminosity distance:

3L ¹I º = ¹1 ¸ I º
2

� 0

¹ I

0

3I0

� ¹I 0º
– (2.17)

where we have assumed the Universe is spatially �at. By plotting the observed distances against redshift, we
�nd that the expansion of the Universe is actually accelerating, i.e.¥0 ¡ 0 (Riess et al., 1998). In combination
with the other parameters, this implies a non-zero
 � such that this component dominates Eq. (2.12) today4.

The matter density parameter can be constrained by �weighing� galaxy clusters, which are the largest
gravitationally-bound structures in our Universe5. We can measure their mass using the weak gravitational
lensing e�ect (Umetsu, 2020), which exploits the bending of light by massive objects, as predicted by general
relativity. However, if we compare these results with measurements of the gas content, as done, for example,
by using X-rays (Sarazin, 1986) or the Sunyaev�Zel'dovich e�ect (Grego et al., 2001), we �nd that most of
the mass in clusters is unseen. This is further supported by evidence from galactic rotation curves, which
show that stars at the edges of galaxies are moving much too quickly, given the observed luminous mass
(see, e.g., Freese, 2017). These results, amongst others, are strong evidence for the existence ofdark matter.
In order for the dark matter to remain �dark� it must not electro-magnetically couple to standard baryonic
matter, meaning that it does not emit photons. This has the important consequence that it cannot cool through
radiative emission (see Sec. 2.2.1). Moreover, dark matter appears to be collisionless. This means that, apart
from gravitational forces, it interacts at most weakly with other material. The Bullet Cluster forms perhaps
the most classic piece of evidence for this, with gravitational lensing studies showing that the majority of
mass post-merger is in a bi-modal distribution, whilst the gas, being collisional, is predominantly in between
(Clowe et al., 2004; Markevitch et al., 2004).

Further methods for determining the cosmological parameters come from the theory of Big Bang Nucle-
osynthesis (BBN) (Cyburt et al., 2016) and comparing simulations with observations of large-scale structure
(Davis et al., 1985; Springel et al., 2006). The most powerful constraints of all, however, derive from
quantifying the anisotropies and power spectra of the CMB.

4More generally, it is evidence for a dark energy component withF DE Ÿ � 1•3 (see Eq. 2.4).
5Indeed, as a result of the aforementioned expansion, they are the largest gravitationally-bound structures that will ever form.
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2.1.3 Cosmic microwave background

The CMB is space-�lling radiation with a current temperature of 2.725 K (Fixsen, 2009). This radiation
dominates the photon density in the universe at the current time6. Moreover, as this is tied to the neutrino
density through early Universe physics (Kolb and Turner, 1990; Mangano et al., 2002), measurements of the
CMB photon density allow for direct measurements ofdr –0. In doing so, we �nd that
 r –0 � 2 = 4•2 � 10� 5

(Planck Collaboration, 2014). To understand how we can determine the remaining cosmological parameters
from the CMB, we �rst brie�y recap its origin.

It is believed that, approximately 13.8 Gyr ago, the Universe was a hot, dense plasma, in which radiation
dominated and photons acted as a mediator of the temperature. This mediation was very e�ective, hence the
near-perfect blackbody spectrum we observe today. During this radiation-dominated epoch, the mean free
path of a photon was very short, with the number of free electrons e�ectively making the plasma opaque
due to Thomson scattering. At this stage, when protons7 and electrons combined to form neutral hydrogen
nuclei, photons were able to reionise the nuclei almost immediately. This can be written as:

p¸ ¸ e� Š H ¸ W• (2.18)

As the Universe expanded, however, it cooled, thereby shifting the balance in Eq. (2.18) towards the right-
hand side. When the rate of Thomson scattering approximately equalled the rate of expansion of the Universe
at I � 1100the Universe entered the epoch ofrecombination, in which the above reaction froze out, via the
two-photon transition. At this point, the hydrogen formed could no longer be ionised by the less energetic
photons during this transition. Consequently, there were not su�ciently abundant ionised particles to scatter
photons, and the Universe became e�ectively transparent to radiation. This left the CMB, which remains as
a redshifted-imprint of thesurface of last scattering.

It is believed that the initial energy �uctuations in the Universe were purely quantum, resulting directly
from Heisenberg's uncertainty principle:

� � � C�
\
2

– (2.19)

where� is energy, and\ is the reduced Planck constant. However, at approximatelyC= 10� 36 seconds
into the Universe's history, it may have undergone a period of in�ation8, in which space increased by 60
e-foldings9 The e�ect of this phase is seen in the CMB temperature �uctuations themselves, which are now
coherent on angular scales larger than the particle horizon at recombination, implying an earlier period of
causal contact. Furthermore, the �uctuations have Gaussian variance10, which is consistent with a quantum
origin (White et al., 1994).

After in�ation, but before recombination, the �uctuations evolved predominantly due to two factors: i)
acoustic oscillations, which result from the interplay between gravitational attraction and pressure in the
photon gas, and ii) damping e�ects, including di�usion or Silk damping, in which photons di�used from
hot, overdense regions to cold, underdense ones. The resultant anisotropies in the CMB can be measured

6Note, that locally the photon density may be dominated by stars. This is particularly the case during starbursts (see, e.g., calculations
in Owen et al., 2019).

7Before10� 6 seconds, the Universe was hot enough that even protons hadn't combined yet, and quarks were still unbound (Kolb
and Turner, 1990)

8This is not the only model; see, e.g. the ekpyrotic model introduced in Khoury et al. (2001).
9This mechanism also provides solutions to the so-calledhorizon, �atness, andmagnetic monopoleproblems.

10There are occasional claims of non-Gaussian elements, which would be able to constrain models further (see, e.g. Benoit-Lévy
et al., 2012).
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Figure 2.1: Power spectra showing temperature �uctuations in the CMB as a function of angular scale, as detected by
the Planck spacecraft.Image credit:ESA.

with very high precision (see, e.g. Jarosik et al., 2011; Planck Collaboration, 2018). Typically this is done
using spherical harmonic or �multipole� de-composition, with temperature �uctuations shown as a function
of their angular scale. An example of such a power spectra is shown in Fig. 2.1. The angular peaks in the
power spectra are sensitive to the cosmological parameters in the following ways:

i) Matter: The aforementioned oscillations result in a harmonic series, the scale of which is set by the
sound horizon in the photon-baryon gas. Increased amounts of matter damp the size of the oscillations
and hence reduces the height of the peaks.

ii) Baryonic matter: Enhances every other peak, resulting in the second peak being suppressed in relation
to the �rst and third. This e�ect is caused by the inertia provided by the baryons during oscillations11

iii) Curvature: A�ects the overall spacing of the peaks due to geometric reasons, but not their height.
The angular scale of the sound horizon and its harmonics is reduced or increased for lower or higher
curvature, respectively.

iv) Cosmological constant:The e�ect of the cosmological constant is substantially more subtle (see Hu,
2008, for a review). It's impact can be felt at lower multipoles, however, from CMB measurements it
is best derived from the other three parameters following Eq. (2.11).

In the papers presented in this thesis, we have used WMAP-9 (Hinshaw et al., 2013) and Planck Col-
laboration et al. (2020) measurements, respectively12. These agree with each other within broad margins.
The cosmological density parameters for matter, baryons and a cosmological constant as calculated by the
Planck Collaboration et al. (2020), however, are
 m = 0•2726, 
 b = 0•0456, 
 � = 0•7274, respectively, with

 k–0 = 0•001� 0•002, which is consistent with our Universe having a completely �at spatial geometry. This
paradigm is known as� CDM (i.e. cold dark matter with a cosmological constant).

11Additional baryonic e�ects include the movement of peaks to slightly higher multipoles due to the decrease in the oscillation
frequency, and the damping of sound waves at higher multipole moments.

12Planck measurements were not available when the initial conditions for Chapters 3 and 4 were created.
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2.1.4 Growth of overdensities

Assuming the temperature �uctuations in the CMB are adiabatic,m)
) � md

d . Hence the temperature
�uctuations directly translate to density �uctuations. The initial growth of these density �uctuations can be
determined through linear theory. For this, we must �rst de�ne the co-moving coordinate and velocity, where
these are, respectively:

r : 0x (2.20)

and
u : � � � x– (2.21)

wherex and� are the physical coordinates and velocity, respectively. These new variables factor out the
expansion of the Universe and the corresponding Hubble �ow. We now de�ne the over-density as:

X¹r– Cº :
d¹rº � d0

d0
– (2.22)

whered0 is the background density.

For an ideal �uid, in an inertial frame, density and velocity are governed by the continuity, Euler, and
Poisson equations:

md
mC

¸ r � ¹d� º = 0 (2.23)

m�
mC

¸ ¹� � r º � ¸
r %
d

= � r � (2.24)

r 2� = 4c�d (2.25)

where� is the gravitational potential. Equations (2.23) and (2.24) represent mass and momentum conserva-
tion, respectively, whilst Eq. (2.25) is Gauss's law for gravity in di�erential form.

Using the transformations introduced at the start of this section, we may convert this to co-moving
coordinates thusly:

mX
mC

¸
1
0

r � »¹1 ¸ Xº u¼= 0 (2.26)

mu
mC

¸
1
0

¹u � r º u ¸
¤0
0

u = �
1
0

r q �
1

0¹1 ¸ Xº
22

s r X (2.27)

r 2q = 4c�d 002X– (2.28)

where2s = m%
md is the sound speed, andq = � � h � i = � � 1

2 0 ¥0jxj2 is the peculiar potential (see, e.g.,
Gnedin et al., 2011).

We now linearise the equations, only keeping terms of �rst order inX or u. This reduces our set of
equations to:

mX
mC

¸
1
0

r � u = 0 (2.29)

and
mu
mC

¸
¤0
0

u ¸
1
0

r q ¸
1
0

22
s r X= 0• (2.30)

Through some careful algebra (see, e.g. Peebles, 1993), this reduces to a single equation that governs the
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growth of the overdensity:
m2X
mC2

¸ 2
¤0
0

mX
mC

�
�
4c�d 0 ¸

22
s

02 r 2
�

X= 0– (2.31)

The equation has two solutions; a growing mode,� ¸ , and a decaying mode,� � , where6 � � ¸ ¹0º•0 is
known as the linear growth factor. To excellent approximation, for a� CDM universe at the current time, it
can be shown that (Carroll et al., 1992):

� ¸ ¹0º =
50
2


 m

�

 4•7

m � 
 � ¸
�
1 ¸

1
2


 m

� �
1 ¸

1
70


 �

� � � 1

(2.32)

Equation (2.31) is in the form of a damped harmonic oscillator, where the damping term is2 ¤0
0

mX
mC. This

term is calledHubble drag, and is the slowing down of structure formation due to the expansion of the
Universe. IfX � 1, we may further decompose Eq. (2.31) into a set of plane waves and thereby treat it in
Fourier space. For a growing solution, this produces the condition:

4c�d 0 ¡
22

s : 2

02 – (2.33)

which states that gravitational forces must overcome pressure, as communicated by sound waves, in order
for a structure to collapse. The threshold wave number,: J =

p
4c�d 00•2s is known as the Jeans wave

number, with the Jeans length being_J � 2c• : J , and associated Jeans mass," J = 4c
3 d0_3

J . Any density
perturbation with size_ ¡ _ J will grow, whilst perturbations smaller than this will oscillate.

It is instructive to see how these overdensities grow in the matter- and radiation-dominated era. For the
former, we may use the Einstein-de-Sitter model as an approximation, in which
 m = 1 and� = � 0. This
results in expansion as

0¹Cº =
�
3
2

� 0C
� 2•3

– (2.34)

which implies that

� =
2
3C

and 
 =
8c�d 0

3� 2 (2.35)

After making appropriate substitutions, we �nd that the decaying and growing solutions to Eq. (2.31) are
X¹Cº / C� 1 and X¹Cº / C2•3 / 0¹Cº, respectively. Hence density �uctuations grow linearly with respect
to the scale factor in the matter-dominated era. Were it not for dark matter, this would be problematic,
as the perturbations would grow from the start of recombination to now as:X¹00º � 00

0CMB
X¹0CMB º �

1100� 10� 5 � 0•1. Galaxies and galaxy clusters, meanwhile, requireX¹00º � 105, and so such growth is
clearly insu�cient.

Dark matter only couples to the radiation �eld through gravity, however. We may therefore use the same
linearisation technique as above, but make the substitutionsd ! d ¸ %•22 in Eq. (2.23) andd ! d ¸ 3%•22

in Eq. (2.25), as%= d22•3 in the radiation-dominated era. This results in:

3
4

m2X
mC2

¸
3
2

¤0
0

mX
mC

�
�
8c�d 0 ¸

22
s

402 r 2
�

X= 0– (2.36)

which, if we assume scales much larger than the Jeans length again, simpli�es to

m2X
mC2

¸ 2
¤0
0

mX
mC

�
�
32c�d 0

3

�
X= 0 (2.37)
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Figure 2.2: Evolution of a density perturbation following linear perturbation theory. Dotted, solid, and dashed lines
show dark matter, baryonic, and radiation perturbations, respectively. All perturbations grow initially as/ 02, before
being suppressed as they enter the horizon during the radiation-dominated era. During this period baryonic and radiative
perturbations undergo damped oscillation. At the epoch of recombination, the photon-gas decouples, and baryonic
perturbations fall into the gravitational well set by the dark matter. They then grow as/ 0. Image credit:Ferreras (2019).

In the radiation-dominated era,

� ¹Cº =
1
2C

(2.38)

and hence our solutions areX¹Cº / C� 1 andX / C/ 02. Perturbations with_ ¡ _ J are thus able to grow
signi�cantly faster in the radiation-dominated era than in the matter-dominated one. This is only true as long
as perturbations are greater than the particle horizon, however; as baryonic perturbations enter the horizon,
they interact with the photon gas, leading to the oscillations described earlier. Moreover, the growth of dark
matter perturbations that enter the horizon during this era is also suppressed due to the Meszaros (1974)
e�ect. The result is shown in Fig. 2.2 (see caption). The overall growth of dark matter structures during the
radiation-dominated era and after matter-radiation equality is, however, critical for the development of the
baryonic perturbations: at the end of the recombination process when the photons do not any more prevent
the baryons from collapsing, the baryonic matter falls into the gravitational potential provided by the dark
matter halos. This boosts the baryonic overdensity, therby allowing it to to form structures such as galaxies
in the later Universe.

We can describe the structures that form using the isotropicmatter power spectrum, %¹: º, de�ned such
that

¹2cº3%¹: ºXd ¹k � k0º � h Xk X�
k0i – (2.39)

whereXd is the Dirac delta function, which ensures that modes with di�erent wave vectork are uncorrelated
in space. This can be expressed in the dimensionless form:

� 2 ¹: º �
: 3%¹: º

2c2 – (2.40)

which measures the density variance per logarithmic interval. In�ation generically predicts a primordial
power spectrum with form%i ¹: º = �: =, where� is a normalisation constant (Mo et al., 2010). Hence for
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the initial power spectrum:
� 2

i ¹: º / : 3¸ = (2.41)

For the gravitational potential, the corresponding power spectrum is:

� 2
� ¹: º �

: 3%� ¹: º
2c2 – (2.42)

By the Poisson equation,%� ¹: º � hj X� –: j2i / : � 4. Combining this with the result given in Eq. (2.41), we
therefore see that:

� 2
� ¹: º / : � 4� 2

i / : =� 1 (2.43)

A scale invariant spectrum, as most consistent with the cosmological principle, is consequently given by
= = 1. This is known as the Harrison-Zel'dovich-Peebles spectrum (Harrison, 1970; Peebles and Yu, 1970;
Zeldovich, 1972). This generally very accurately13 describes observations by WMAP and Planck at small:
(Jarosik et al., 2011; Planck Collaboration et al., 2020).

As discussed above, in the radiation-dominated era, perturbations larger than the horizon grow with
X / 02, and hence by Eq. (2.39), modes: 1 and: 2 (where: 1 ¡ : 2) enter the horizon at01 and02 before
matter-radiation equality, such that:

%¹: 2– 0= 02º
%¹: 1– 0= 01º

=
: 2

: 1

�
02

01

� 4

=
�
: 1

: 2

� 3

(2.44)

Perturbations entering the horizon during this era consequently ful�l the condition that%¹: º: 3 = const•14,
and the power spectrum at the present time is hence modi�ed to:

%¹: º /

8>><

>>
:

: for : Ÿ : eq

: � 3 for : � : eq

(2.45)

where: eq is the wave number of a perturbation the size of the horizon at matter-radiation equality15.

We can de�ne the non-linear mass" � as the point at which the variance becomes unity for a sphere of
radius' � = 2c• : � , so that:

f 2
� =

¹ : �

0

d3 :
¹2cº3 %¹: º = 1 (2.46)

Using Eq. (2.45) and the fact thatf 2 / : 3%¹: º, it can then be shown that:

f 2 /

8>><

>>
:

�
"
" �

� � 4•3
for = = 1

1 for = = � 3
(2.47)

13Note, in�ationary models modify this to= � 1 � 2• # , where# is the number of e-foldings (see, e.g., derivations in Granda and
Jimenez, 2019). For 60 e-foldings, this results in a spectral slope of= � 0•96. Planck Collaboration et al. (2020) meanwhile �nd
= = 0•9626 � 0•0057.

14This result is generally consistent with redshift and Lyman-U surveys, although structure formation introduces some non-linear
e�ects at higher: (Lee et al., 2013; Oka et al., 2014).

15More complicated models use a transfer function) ¹: º where%0 ¹ : º = �: = ) 2 ¹ : º is the linearly-extrapolated power spectrum
at I = 0. This deals more generically with changes to the primordial density perturbations, including the general transition between
matter and radiation-dominated eras, and the dark matter free-streaming e�ect.

14



Figure 2.3: Cooling rates for a gas with primordial abundance (76% hydrogen, 24 % helium by mass), assuming CIE.
Image credit:Thoul and Weinberg (1995)

and hence smaller objects collapse �rst and therefore structure in the Universe formshierarchically. In
particular, this means that smaller objectsmergeto form larger objects.

The evolution of density perturbations can be followed into the mildly non-linear regime using the
Zel'Dovich (1970) approximation. Beyond this, however, a numerical approach is required. Many cosmo-
logical simulations have now been performed, and generally these support the� CDM theory introduced
above. In particular, dark matter simulations have shown that large-scale structure evolves to form a web-like
structure consisting of voids, walls, �laments, and halos (Davis et al., 1985; Navarro et al., 1996; Springel
et al., 2005b; Klypin et al., 2011; Ishiyama et al., 2021). The structure produced on this scale is also in
remarkable agreement with observations from spectroscopic redshift surveys (York et al., 2000; Colless et al.,
2001; Springel et al., 2006). In order to form smaller-scale structure, however, we must introduce baryonic
physics, where particles can radiate away their kinetic energy.

2.2 Physics of galaxy and galaxy cluster formation

2.2.1 Cooling and heating

We �rst introduce the cooling function,� ¹)– / º, which de�nes the energy loss per unit time for a gas with
temperature) and metallicity/ , where this, in turn, is the mass fraction of elements heavier than helium.
Here, temperature is essentially a proxy for the ionisation fraction, whilst the metallicity is a proxy for the
chemical composition of the gas. The contributing processes to the cooling function are predominantly
two-body interactions, and consequently it is usually normalised by=2 such thatC � � ¹)– / º=� 2 is the
volumetric rate of cooling, where= is the gas density.

At lower redshifts, there are four main ways that an ideal gas can cool16:

16Above I ¦ 6, Compton scattering o� of the CMB results in an additional sigini�cant contribution to the cooling rate (see, e.g.
Benson, 2010).
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1. Collisional excitation: A free electron impacts a bound electron, thereby exciting it. As the electron
decays, it emits a photon.

2. Collisional ionisation: An electron is released after a su�ciently strong collision.

3. Recombination: A free electron recombines with an ion, with the excess energy being radiated away.

4. Free-free emission:A free electron is accelerated by an ion; the accelerated electron emits a photon
and therefore cools. This process is otherwise known as �bremsstrahlung� and increases such that
� / ) 1•2

If there is a balance between recombination and ionisation, the gas is considered to be incollisional
ionisation equilibrium(CIE). Using this assumption, we can calculate the expected cooling rates from the
above processes. This produces a cooling curve for a given) and / , as shown in Fig. 2.3 for a gas with
primordial composition. In simulations, such curves are generally calculated ahead of time using, e.g.,
Cloudy (Ferland et al., 1998).

The formation of baryonic structure in the Universe can be considered as a balance between the cooling
timescale:

gcool �
�
¤�

=
3
2

=: B )
=2�

– (2.48)

and the dynamical time:

gdyn �
1

p
�d

(2.49)

Comparing these, we are left three di�erent regimes17:

i) � � 1
0 Ÿ gcool : Cooling is ine�ective, and the structure can be treated as being in hydrodynamic

equilibrium.

ii) � � 1
0 ¡ g cool ¡ g dyn : Cooling causes the gas to contract slowly, but the system has su�cient time to

respond. This leads to a quasi-hydrodynamic equilibrium state and produces a hot, pressure-supported
halo, such as the circumgalactic medium (CGM) and the intracluster medium (ICM).

iii) � � 1
0 ¡ g dyn ¡ g cool : Cooling is e�cient, and the gas cloud contracts. As the cooling time shortens

with density (see Eq. 2.48), this leads to a feedback loop. Without additional heating, cooling loses
are catastrophic, and the gas collapses on the free-fall time.

Heating generally proceeds through the following mechanisms18:

i) Photoheating: High-energy photons from stars and AGN within the galaxy and outside it19 lead to
electrons being ejected from dust grains, atoms, and molecules. This heats the surrounding gas and is
especially important in HI regions (Prialnik, 2009; Morisset et al., 2016).

17See original theory given in Rees and Ostriker (1977).
18These mechanisms are augmented by cosmic ray heating at low energies (Leite et al., 2017), as well as kinetic and MHD e�ects

(Birk et al., 1998)
19This is the so-calledUV background, which is believed to reionise hydrogen byI � 6 � 10 (Calverley et al., 2011).
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ii) Turbulent heating: Turbulence is injected at the scale of the largest eddy size. In incompressible
�ows, kinetic energy then cascades down through smaller eddies before eventually reaching the viscous
scale, at which point the energy is dissipated as heat. Assuming no energy accumulates at any one
scale, the eddy sizes will typically form a power law (Kolmogorov, 1941).

iii) Shock heating: Shocks convert kinetic energy into thermal energy (see Sec. 2.5). Of particular
interest is heating by supernovae shocks and heating by the accretion shock, where cold, accreting gas
encounters the hot CGM or ICM.

Note, that as structures form, gravitational potential energy,* is converted to kinetic energy,) , thereby
naturally producing turbulent heating. Given enough time, for a bound system, this becomes partitioned such
that h* i ¸ 2h) i = 0 according to the virial theorem. This results in larger structures becoming inherently
hotter, which in turn ultimately leads to a shock forming close to the virial radius20.

Gas in the Universe generally has non-zero angular momentum, which is believed to be generated by
tidal torques (Efstathiou and Silk, 1983). This is important, as whilst kinetic energy is removed through
cooling, angular momentum is still conserved. Given su�cient cooling, this leads to structures becoming
rotationally-supported. Indeed, this, in combination with the above processes, already roughly explains the
�ducial model of disc galaxies; that they have a large dispersion-supported dark matter halo, a smaller,
pressurised CGM, and �nally a dense disc, in which most of the star formation takes place. That the disc is
not razor thin is due to the heating mechanisms discussed above (Wen and Zhao, 2004; Steinmetz, 2012).

2.2.2 Star formation

Given su�cient densities and cooling rates, gas collapses to formgiant molecular clouds(GMCs). In
these, molecular hydrogen is able to form through the increased rate of collisions between hydrogen atoms
(Combes, 1999). This allows the GMCs to cool even further, eventually resulting in run-away gravitational
collapse, followed by nuclear fusion. This process lead to the formation of the �rst stars, so-calledPopulation
III stars (McKee and Ostriker, 2007). Allowing for primordial gas cooling only, it is expected that the Jeans
mass for these stars was between102 and103 M � (Abel et al., 2002). The evolution of a star in isolation
can be almost completely determined by the mass that it starts on the main sequence with (Prialnik, 2009),
and hence it is likely that these stars would have lasted only® 100–000yr at most. Consequently, no Pop. III
star has ever been observed21. These stars would, however, have left a lasting impact on their environment,
re-ionising the surrounding regions and increasing the metallicity of the surrounding gas. This would have
strongly increased the cooling rate, thereby reducing the Jeans mass of the next population of stars22.

Given that the initial mass of the star is so in�uential, there has been much work on categorising the
so-calledinitial mass function(IMF) � the probability that a star will form with a particular mass. As it turns
out, this follows a (broken) power-law (Salpeter, 1955; Kroupa, 2001; Chabrier, 2003). This appears to be
a universal distribution (Chabrier et al., 2014), although there have been some arguments for dependencies
on redshift or star formation rate (SFR) (van Dokkum and Conroy, 2010; Gunawardhana et al., 2011). The
SFR itself appears to be intrinsically linked to the gas density. Observationally, this is exhibited through
the Kennicutt-Schmidt relation (Schmidt, 1959; Kennicutt, 1998), which relates the star formation and gas

20This radius is, in turn, often used to de�ne the boundary of a collapsed object.
21The observation of Pop. III stars forms a major part of the James Webb Space Telescope's (JWST) science goals, and candidate

stars have already been found (Maiolino et al., 2024).
22This second generation, called Pop. III.2 stars, are expected to have been able to form down to40 M � (Yoshida et al., 2007).
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Figure 2.4: Observed galactic stellar mass function (Bell et al., 2003) in solid blue, and halo mass function from the
Millenium simulation (Springel et al., 2005b) multiplied by a universal baryon fraction of5b � 17% (Spergel et al.,
2003) in dashed red � this marks the maximum possible stellar content as a function of halo mass. Star formation is
heavily suppressed at the low and high halo-mass ends due to feedback.Image credit:Mutch et al. (2013)

surface density rates:� SFR /
�
� gas

� =, where= is usually set to 1.5 (Kennicutt and De Los Reyes, 2021).
Here too, however, there have been suggestions that this relation may evolve with redshift or metallicity
dependence (Dib, 2011; Scoville et al., 2016). It has also been claimed that the exponent varies at the high
surface density end (Orr et al., 2018) or between star-bursting and quenched galaxies (Kennicutt and De Los
Reyes, 2021). The normalisation of the Kennicutt-Schmidt relation is surprisingly low, with gas in MW-like
galaxies forming stars with an e�ciency per dynamical time of roughlyY� = ¹SFR• " gasºgdyn � 1 � 2%
(Krumholz and Tan, 2007; Krumholz et al., 2014). A number of reasons have been proposed to explain this
including turbulence, jets, and magnetic pressure (Federrath, 2015).

2.2.3 Feedback

Star formation e�ciency becomes even smaller in galaxies with stellar masses of" � ® 1010•5 M � and
" � ¦ 1011•5 M � . We show this in Fig. 2.4, where we present the observed stellar mass function and the
expected value if star formation was 100% e�cient. It can be seen that star formation is strongly suppressed
at the low and high halo-mass end. It is generally believed that this suppression is due to feedback processes,
which act in one of two ways:ejectivefeedback, where gas is removed from the galaxy, andpreventative
feedback, where gas is heated to the point that stars can no longer form. At the low halo-mass end, the
most important feedback source is likely stellar. This can act in a variety of ways including through thermal
pressure due to supernovae, radiation pressure and photoionisation, and the pressure gradient of cosmic rays
that have been accelerated at supernovae remnant shocks (see, e.g., Ruszkowski and Pfrommer, 2023, and
references therein). These processes heat the gas, and drive stellar winds. This removes not only cold gas but
also metal-rich gas from the disc, thereby reducing star formation (Tremonti et al., 2004). This is believed to
keep the feedback self-regulated. Stellar feedback becomes less e�ective at higher masses, however, owing
to the increased gravitational potential (Efstathiou, 2000); here, it is believed that AGN feedback is most
e�ective.

Most, if not all, massive elliptical galaxies are expected to contain a super-massive black hole (SMBH)
(Kormendy and Ho, 2013). The energy output from such black holes over their lifetime is expected to be
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� AGN � 0•1" BH 22, where" BH is the mass of the black hole. This is comparable to the binding energy of
the halos they reside in (Silk and Rees, 1998). If a fraction of this energy couples with the ISM, the AGN
should be able to strongly a�ect the evolution of the galaxy. This is supported by observations of winds
launched by AGNs (see Proga, 2007; Fiore et al., 2017, and reference therein), and potential observations of
the AGN heating the CGM (Heckman and Best, 2014). As before, this process is expected to cause a self-
regulated feedback loop, as the impact of the AGN is directly tied to its ability to accrete gas. This accretion
is usually described by an Eddington-limited Bondi-Hoyle-Lyttleton model (Bondi and Hoyle, 1944; Bondi,
1952). This model can produce fairly gentle heating at low accretion rates, but powerful quasars at high rates
(Di Matteo et al., 2005).

Given su�cient time in the CGM, gas can cool and rejoin the ISM. Indeed, simulations �nd that the
majority of star formation at low-redshift takes place in gas that has been �recycled� like this (see, e.g.,
Oppenheimer et al., 2010). The timescale required for recycling is inversely proportional to the halo mass
(Oppenheimer and Davé, 2008), increasing its likelihood in higher mass halos. This also shifts the balance of
preventative and ejective feedback, with the former being more important in high mass halos, and the latter
being more important in low mass halos23.

2.3 Mergers
A key process by which galaxy and galaxy clusters change is mergers. Mergers are a natural consequence

of hierarchical structure formation, and form the underlying topic in this thesis. Their impact on galaxies
and galaxy clusters is, however, very di�erent. We therefore split this section accordingly.

2.3.1 Galaxies

The most famous classi�cation sequence for galaxy morphologies is Edwin Hubble's �tuning fork�,
in which galaxies are categorised as elliptical, barred spiral, or non-barred spiral (Jeans, 1928; Hubble,
1936). In this diagram, ellipticals are referred to asearly-type, whilst spiral galaxies are referred to as
late-type. The temporal connotation was derived from the evolutionary sequence proposed by Sir James
Jeans (Jeans, 1919), although Hubble later distanced himself from this implication (Hubble, 1926). We now
know that elliptical galaxies are generally more massive than disc galaxies (Naab and Ostriker, 2017) and,
moreover, that lenticular galaxies, which form the node of the �tuning fork�, are statistically more massive
than spiral galaxies (Freeman, 1970). Additionally, observations show that, whilst the frequency of disc
galaxies decreases with lower redshift, the frequency of elliptical galaxies increases (Couch et al., 1998;
Zhang, 1999). This implies that the evolutionary sequence may actually be reversed; that late-type galaxies
evolve into early-type galaxies.

Irregular galaxies form a �nal classi�cation. These galaxies are often highly asymmetric, and hence
are not consistent with any of the categories in the Hubble sequence. Even in the 1950s, several galaxies
had been described as being in �obvious interaction� (Zwicky, 1959). However, by the 1960s, the belief
that aymmetries were due to �tidal extensions� had been mostly rolled back (Zwicky, 1967), with especially
strong doubts expressed in the community that gravity could produce thin features, such as the observed
�tails� and �bridges� (see, e.g. Vorontsov-Vel'Yaminov and Arkhipova, 1964; Arp, 1971). This, in turn,
was shown to be highly mistaken by Toomre and Toomre (1972) and Toomre (1974) who showed that tidal
interactions between disc galaxies were actually very likely to form such features. Moreover, they suggested

23This picture is constrained, however, by the current inability of simulations to resolve the hot phase.
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that at close-range, tidal forces were likely to randomise orbits. This is particularly true of galaxies embedded
in large halos Toomre (1977), where particles undergo rapid angular momentum transfer due to a process
known as dynamical friction (Chandrasekhar, 1942). Taken to its most extreme, this leads to so-called
�violent relaxation�, in which stellar orbits are completely randomised and the system loses all memory of
its previous con�guration (Lynden-Bell, 1967).

With the advent of hierarchical structure formation (see Sec. 2.1.4), the theory that disc galaxy mergers
led to the formation of ellipticals gained a lot of popularity. This was supported by the observation that
elliptical galaxies tend to reside in high density regions, whilst disc galaxies are typically found in lower
density regions (Dressler, 1980). Furthermore, with the discovery that galaxies resided in dark matter halos,
the impact of dynamical friction became even greater. In early simulations, computational expense restricted
the number of particles allowed. This tended to result in merger remnants that rotated too quickly (Gerhard,
1981; Negroponte and White, 1983). However, with the introduction of tree codes (see, e.g. Barnes and
Hut, 1986), the computational expense for modelling# particles dropped fromO¹# 2º to O¹# log # º,
which allowed for higher resolution, more extended halos, which produced results in better agreement with
observations (Barnes and Hut, 1986).

The original Toomre & Toomre simulations were run with stellar particles only. However, even at this
stage, it was realised that if stars were subject to such strong tidal forces, the gas would be as well. In
particular, as gas is collisional, this could result in gas densities strongly increasing in the centre of the
galaxy, thereby prompting higher star formation rates. This was supported by simulations that showed that
mergers were likely to trigger the formation of stellar bars (see, e.g., Noguchi, 1987). These bars could then
further extract angular momentum from the gas through tidal torques (Bournaud and Combes, 2002).

The �rst accurate treatment of gas in galaxy simulations was done through the use ofsmoothed particle
hydrodynamics. For example, Barnes and Hernquist (1991) were able to show with this technique that a
major merger could result in approximately5� 109 M � being transported to the central 200 pc of the galaxy.
This was expanded upon by Mihos and Hernquist (1996), who implemented a star formation model based
on the Kennicutt-Schmidt law (see Sec. 2.2.2), and showed that such mergers could indeed lead to intense
starbursts, where the SFR is at a rate 10 � 100 times the level of unpeturbed galaxies at the same stellar
mass (Sanders and Mirabel, 1996). Major mergers are now believed to be a signi�cant contributor to the
Ultra-Luminous Infra-red Galaxy (ULIRG) population, due to precisely this process (Draper and Ballantyne,
2012).

With the realisation that AGN feedback plays a strong role in galaxies with Milky Way masses and above
(see Sec. 2.2.3), it was also recognised that the same merger-driven gas �ows could increase black hole
accretion, thereby triggering more intense AGN feedback. This was successfully modelled by Springel et al.
(2005a), who showed that black hole accretion substantially increased during a major merger, which in turn
suppressed the star formation rate. If the AGN grew su�ciently strong, it could remove gas from the halo,
thereby quenching the galaxy. At the time, this was considered a likely method for explaining the population
of red and deadgalaxies observed below the so-calledSFR main sequence, with such a �blow-out� scenario
being codi�ed by Hopkins et al. (2008). In recent years, however, the situation has been shown to be more
nuanced, with Sparre and Springel (2017) showing that mergers between gas-rich disc galaxies with stellar
masses of1010 M � can regrow their disc post-merger24, even when they were able to produce a starburst
(Sparre and Springel, 2016) and included reasonably strong AGN feedback.

24This supports the conclusions of the earlier work by Robertson et al. (2006), who performed similar simulations without feedback.
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Observations match many of the predictions of simulations, including their asymmetry (Patton et al.,
2016), initially enhanced star formation rates (Li et al., 2008), and metal poor gas content (Scudder et al.,
2012), resulting from dilution by accreted gas. Observation also generally support the statement that mergers
typically trigger AGNs at low redshift (Ellison et al., 2015). However, increasingly, observations show
that post-merger galaxies still contain signi�cant amounts of molecular gas (French et al., 2015). Indeed,
statistically-speaking, this appears to be enhanced by a factor of two or more compared to non-interacting
galaxies at the same stellar mass (Violino et al., 2018; Ellison et al., 2018). This is strong evidence that
the blow-out scenario, as previously favoured, is not actually realised in our Universe. At the same time,
however, thereis evidence that post-merger galaxies are quenched more frequently than non-interacting
galaxies (Ellison et al., 2022). The combination of these results may be evidence for preventative feedback
(see Sec. 2.2.3).

2.3.2 Galaxy clusters

Mergers are a fundamental part of how galaxy clusters build mass (Peebles, 1993). Unlike in galaxy
mergers, however, the size of the dark matter halo in galaxy clusters prevents the stellar population from
becoming too irregular in shape. A number of merger-related phenomena a�ect the gas content, however.
These include:

i) Turbulence: Mergers on all scales increase the levels of turbulence in the cluster, with the resultant
velocity power spectrum observed to be in broad agreement with Kolmogorov turbulence (Zhuravleva
et al., 2015). This turbulence heats the ICM (Zhuravleva et al., 2014) and is believed to help support a
small-scale dynamo as well (see Tevlin et al., 2024, and later sections).

ii) Shocks: Mergers drive powerful shocks through the ICM (see, e.g. Ryu et al., 2003; Pfrommer et al.,
2006; Skillman et al., 2008). These heat it (see Sec. 2.5) and accelerate particles (see Sec 2.6). Merger
shocks takes several forms, initially forming as a bow shock around the merging cluster (see, e.g.
Markevitch et al., 2002), before becoming detached and forming arun-awayshock (Zhang et al.,
2019). Given su�cient distance, this will then collide with the accretion shock (Zhang et al., 2020a).

iii) Particle acceleration: Both of the above points lead to the acceleration of particles. This is believed
to result in radio halos and radio relics (see Sec. 2.6.4 for the respective mechanisms). Shocks should
also accelerate cosmic ray protons, which should in turn produce a sizeable number of gamma-rays via
inverse Compton and hadronic interactions. That these are not observed is one the current outstanding
problems regarding galaxy clusters (Aleksi¢ et al., 2012; Ackermann et al., 2014).

iv) Sloshing and cold fronts: The shifting potential during a merger can lead to the �sloshing� of gas.
This leads to spiral-shaped �cold fronts�, which are visible in X-ray observations (Markevitch and
Vikhlinin, 2007; Walker et al., 2018). Indeed, the shift of the peak of the X-ray distribution with regard
to the brightest central galaxy (BCG) is considered a good diagnostic for categorising a non-relaxed
cluster (Hudson et al., 2010). It has further been shown that these motions are also able to disperse
AGN emission, which has been suggested as a formation mechanism for radio relics (ZuHone et al.,
2021). It has also been noticed that mini radio halos are often con�ned by such fronts (Giacintucci
et al., 2019).

v) Cool-core evolution: Clusters are categorised as �cool core� or �non-cool core� based on their central
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entropy pro�le, but it is currently unclear what sets this dichotomy25. There is some evidence, however,
that it may be related to how mergers disrupt cooling �ows (Burns et al., 2008; Valdarnini and Sarazin,
2021).

vi) Jelly�sh galaxies: Simulations and observations suggest that so-called �jelly�sh� galaxies are more
likely in cluster mergers (Owers et al., 2012; McPartland et al., 2016; Ruggiero et al., 2019). The
relative motion of such galaxies compared to the ICM leads to ram-pressure stripping, producing tails
of gas that provide their namesake. Such galaxies are potentially useful for probing star formation in
extreme environments (Sparre et al., 2022).

2.4 Magnetic �elds
�Magnetic �elds� is the second theme that underlies the topics presented in this thesis. Here, we provide

a summary that covers how they act, how we infer their strengths, and where they come from.

2.4.1 Dynamics

Magnetic �elds,B, and electric �elds,E, are inherently interlinked, as described by Maxwell's equations:

r � H = 0 (2.50)

r � H =
1
2

mK
mC

¸
4c
2

j (2.51)

r � K = 4cde (2.52)

r � K = �
1
2

mH
mC

(2.53)

and Ohm's law:

j = f
�
K ¸

1
2

¹� � Hº
�

(2.54)

where j is the current density,f is the electric conductivity,� is the velocity �eld,de is the charge density,
and we have given the equations in CGS units.

By combining Eqs. (2.51), (2.53), and (2.54) we can form the induction equation for resistive MHD:

mH
mC

= r � ¹� � Hº ¸ [ r 2H– (2.55)

where[ = 22•4cf is the magnetic resistivity. In most astrophysical contexts, the plasma is su�ciently
collisional on the scales of interest that we may treat it as �uid, and su�ciently ionised that we may treat it
as a perfect electrical conductor. In this case, we may set[ = 0; an approximation known asideal MHD.
A key consequence of making such an assumption is that the magnetic �eld becomes �ux-frozen; that is, it
becomes embedded in the gas such that the �eld lines must move with the gas and vice versa.

Rearranging Eq. (2.54), this assumption leads to the ideal version of Ohm's law:

K = �
� � H

2
– (2.56)

25Observationally, cool cores form aroundI � 1. However, they show remarkably little evolution after this point, even though the
rest of the ICM continues to evolve self-similarly (McDonald et al., 2017).
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and hence by substitution in Eq. (2.51), in the non-relativistic limit:

j =
2

4c
r � H (2.57)

Thus, the Lorentz force acting per unit volume is:

L L =
1
2

¹ j � Hº =
1

4c
¹r � Hº � H• (2.58)

By using vector identities, we may further split the right-hand term into two components:

L L =
¹H � r º H

4c
� r

�
H2

8c

�
(2.59)

Here, the �rst term on the right-hand side is magnetic tension � informally, the desire of magnetic �elds to
straighten their �eld lines � and the second term is the magnetic pressure � their desire to push �eld lines
apart26.

The magnetic tension e�ectively provides a restoring force on magnetic �eld line perturbations, leading
to the formation of Alfvén waves. These propagate in the direction of the magnetic �eld, with a group
velocity of:

� A =
jHj

p
4cd

– (2.60)

whered is the mass density. Such waves can transfer energy; indeed, this is believed to be an important
mechanism for heating the solar corona (Tomczyk et al., 2007). Moreover, they play a key role in the transport
of cosmic rays (see Sec. 2.6).

The strength of the magnetic �eld, meanwhile, is often characterised by the so-calledplasma beta, which
is the ratio of thermal to magnetic pressure, i.e.:

V =
?th

?B
= =: B )

�
8c

H2

�
– (2.61)

where we have assumed an ideal gas with= being the gas number density,: B being the Boltzmann constant,
and) being the gas temperature. WhenV � 1, the magnetic pressure dominates, and hence likely dominates
the dynamics27.

If we combine the above equations with the conservation equations for mass, momentum, and energy,
respectively, and include an equation for the conservation of magnetic �ux, we arrive at the general equations
for ideal MHD:

m[
mC

¸ r � L ¹[ º = 0– (2.62)

26Pressure along �eld lines is exactly cancelled by the tension force, so that both e�ects end up only act perpendicularly to the �eld
lines.

27This is not a su�cient condition, however; the magnetorotational-instability, for example, can act in highVenvironments (Inchingolo
et al., 2018). Moreover, we are neglecting other non-thermal components.
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with the equation of state for an ideal gas:

%gas = ¹Wa � 1ºYgas (2.64)

acting as the closure relation. In turn,% = %gas ¸ 1
2 jHj2, where %gas is the gas pressure, andY =

Ygas ¸ 1
2 dj� j2 ¸ 1

2 jHj2. In the above equations, we used the Heaviside-Lorentz system of units, andd, � ,
andYgas are the mass density, velocity, and energy density of the �uid, respectively, andWa is the adiabatic
index. These equations must be discretised before being implemented in simulations (see, e.g., Tóth, 2000;
Pakmor et al., 2011, and references therein).

2.4.2 Observations

Direct measurements of magnetic �elds must be done in situ, which generally limits their scope to the
near-Earth environment. Within this context, the most notable in situ measurements have been performed
by the Parker Solar Probe, which has recorded the magnetic �eld strength in the solar corona (Kasper et al.,
2021), and Voyager 2, which has determined the �eld strength at the heliopause (Burlaga et al., 2019). At
distances farther than this, we must rely on indirect methods. The main methods28 are:

ˆ Zeeman splitting:In the presence of an external magnetic �eld, the degeneracy between energy levels
with magnetic quantum number< ; < 0 is lifted. This splits spectral lines, with the shift in frequency
being directly proportional to the strength of the magnetic �eld. However, in order to observe this
e�ect, the magnetic �eld must be su�ciently strong and the spectral resolution su�ciently high.
Consequently, this technique is usually only applied to near or compact objects. This typically means
studies of our Sun, but it has also been applied to molecular clouds in external galaxies (Li and Henning,
2011) and the local di�use ISM (Heiles and Robishaw, 2009).

ˆ Polarised starlight:Interstellar magnetic �elds cause otherwise turbulent dust grains to re-align such
that their minor-axes are predominantly parallel to the �eld direction29. As starlight passes through
these grains, the dust subsequently preferentially absorbs light along its major axis, scattering this
out of the line-of-sight. This results in the starlight becoming polarised parallel to the magnetic �eld
component in the plane of the sky. Moreover, assuming the degree of polarisation of this emission is a
direct result of the interplay of velocity dispersion and Alfvén waves, the magnetic �eld strength can
be roughly estimated using the Davis-Chandrasekhar-Fermi method (Davis, 1951; Chandrasekhar and
Fermi, 1953).

ˆ Polarised infrared light:The starlight absorbed by the dust grains acts to heat them. This leads to the
dust emitting in the far-infrared band, with light polarised along the major axis of the dust grains. This
technique is increasingly being applied to external galaxies (see, e.g. Lopez-Rodriguez et al., 2020),
and has the advantage that the magnetic �elds may continue to be analysed even when the starlight

28See Beck (2015) for a more exhaustive list.
29This process is generally understood to result from the Davis and Greenstein (1951) e�ect, which is based on the principle of

paramagnetic dissipation.

24



is blocked (Hildebrand, 1988). In the Milky Way, individual stars can be probed, and hence it is
possible to measure how the polarisation changes with distance. This may allow for three-dimensional
tomography of the local magnetic �eld (Hoang and Truong, 2024).

ˆ Velocity gradient technique (VGT):This is a relatively new technique based on the theory of MHD
turbulence (Goldreich and Sridhar, 1995) and reconnection (Lazarian and Vishniac, 1999), which state
that turbulent eddies in MHD �ows are increasingly anisotropic at smaller scales. The gradient of
the velocity resulting from these eddies should therefore be perpendicular to the local magnetic �eld
direction. Such gradients can be accessed in a variety of ways (see Lazarian et al., 2024, and references
therein).

ˆ Faraday rotation:When polarised light passes through a magnetised plasma with free electrons30, the
plane of polarisation rotates by an angle,� \ , where:

� \ =
43_2

2c< 2
e24

¹
� k=e3; = RM _2 (2.65)

Here,4 is the charge of an electron,< e is its mass,_ is the wavelength of the light,� k is the component
of the magnetic �eld parallel to the line of sight, and=e is the electron number density. The product of
the integral and the constant in front of it is known as therotation measure(RM). Pulsar emission is
often used in calculating this quantity, as emission from pulsars is typically highly polarised, and the
dispersion of the signal � i.e. the delay between di�erent frequency components received over time �
can be used to estimate the integrated electron number density. In combination with Eq. (2.65), this
produces an estimate for the electron-density weighted mean magnetic �eld strength along the line of
sight. This quantity is particularly useful when=e is heavily weighted in the object of interest, such
as when measuring the �eld strength in external galaxies or the local ISM (Manchester, 1972). The
coherence of the Faraday rotation over larger scales also informs us about the magnetic �eld structure.
Such analysis is particularly useful when looking for signatures of the small-scale dynamo (Bhat and
Subramanian, 2013; Tevlin et al., 2024).

ˆ Synchrotron radiation: When relativistic charged particles are accelerated perpendicular to their
velocity, they emit synchrotron radiation. This is naturally the case for cosmic ray electrons orbiting
magnetic �eld lines (see Sec. 2.6). Electrons in a cosmic ray population with energy� will emit most
of their synchrotron emission at the critical frequency:

ac �
3

4c
4

< e2
� ? W2 � 16 MHz

�
�

GeV

� 2 �
� ?

� G

�
– (2.66)

whereWis the Lorentz factor (see Sec. 2.6),� ? is the magnetic �eld strength in the plane of the sky
(Beck and Krause, 2005). To solve for the magnetic �eld, theequipartition conditionis used, which
assumes that the cosmic ray proton energy density is roughly equal to the magnetic �eld energy density.
Evidence for the validity of this assumption comes from measurements performed in the local ISM
(Beck et al., 1996; Beck, 2015), however, it is unclear whether this holds in every galaxy because there
is no astrophysical e�ect known to enforce such an equilibrium (Ruszkowski and Pfrommer, 2023).
Synchrotron radiation is intrinsically highly polarised, and hence observations using this method can
be used to infer the mean magnetic �eld direction in the plane of the sky. The polarisation fraction

30This is also the main drawback of this method; analysing the magnetic �eld using Faraday rotation can only be done when polarised
light passes through the object of interest.
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Figure 2.5: Schematic showing the typical size,' , and magnetic �eld strength,� , in various astrophysical objects.
Dashed lines indicate scalings of the �eld strength with' � 1 and' � 2, respectively. Magnetic �eld strengths in galaxies
and clusters are typically on the order of� G, although this varies depending on the exact conditions and spatial scale
observed.Image credit:Akahori et al. (2018).

is also often used, with a higher polarisation fraction indicating greater magnetic coherence (Beck,
2009). Such observations are, however, subject to Faraday depolarisation.

Using the above techniques, in combination with numerical modelling, it has been found that magnetic
�elds cover a wide parameter space of strengths and scales. We show a schematic that indicates some typical
values for astrophysical objects in Fig. 2.5. Galaxy clusters, for example, typically have magnetic �elds on
the order of� G, reducing to® 0•1� G in the cluster outskirts (Tevlin et al., 2024). In disc galaxies in the
local Universe, meanwhile, the average magnetic �eld strength tends to be around10� 15 � G, with the �eld
roughly following the spiral arms (Beck, 2004). This varies, however, based on the gas density and levels
of turbulence. For example, in the gas-rich spiral arms and bars, the magnetic �eld strength is typically on
the order of20 � 30 � G, with this increasing still further to between50 and100� G in the central starburst
regions (Beck, 2015).

2.4.3 Seed �elds

Equation (2.50) is also known as Gauss's law of magnetism, and states that there are no source or sinks
of magnetic �elds. We must thus explain how the original seed �eld was generated, which was subsequently
ampli�ed to the strengths we observe today. This is usually explained as being a result of one of three
mechanisms:

i) Generation during the very early Universe during, e.g., the electroweak phase transition (Vachaspati,
1991) or as a result of in�ation (Turner and Widrow, 1988).

ii) Plasma instabilities, such as the Weibel instability, which can produce magnetic �elds on kinetic scales
(Schlickeiser, 2005).

iii) Cosmic battery processes, such as the Biermann battery (Biermann, 1950; Davies and Widrow, 2000),
which can produce magnetic �elds on macro-scales.
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The Biermann battery, in particular, is generally considered a likely candidate, owing to its applicability in
a wide range of scenarios. This mechanism exploits the fact that, as electrons and protons have di�erent
masses, they have di�erent inertia. Consequently, if we apply the same force to each, the electrons will
accelerate more quickly, and an electric �eld will be generated. By Eq. (2.53), if we can generate a curl in
this �eld, we will produce a magnetic �eld. This can be done if the gradients of the electron density and the
electron pressure,%e, are misaligned. This modi�es Eq. (2.55) as follows:

mH
mC

= r � ¹� � Hº �
2

4=2
e

¹r =e � r %eº – (2.67)

where we have assumed[ = 0, and the last term on the right-hand side is thebattery term.

Assuming local charge neutrality,=e � =p � jd •< p , where=p is the proton number density,j is the
ionisation fraction,d is the gas density, and< p is the proton mass. Furthermore, assuming the electron
temperature is approximately equal to the gas temperature,%e � %=e•¹ =e ¸ =pº = %j•¹ 1 ¸ j º, where%is
the gas pressure. Hence, the induction equation can be re-written:

mH
mC

= r � ¹� � Hº ¸ U
r d � r %

d2 – (2.68)

where the factorU = < p2•4¹1 ¸ j º � 10� 4 G s is the Biermann coupling constant (see Kulsrud et al., 1997;
Davies and Widrow, 2000). Equation (2.68), however, has the same form as the vorticity equation:

m8
mC

= r � ¹� � 8 º ¸
r d � r %

d2 – (2.69)

implying that
jHj = Uj8 j (2.70)

For a proto-galaxy,j8 j � * • ! � 30km s� 1 / 10 kpc� 10� 16 s� 1, where* and! are the velocity and length
scale, respectively31. Consequently, by Eq. (2.70), the magnetic �eld strength generated is approximately
10� 20 G.

Such a scenario can take place in cosmological shock fronts (Kulsrud et al., 1997) and cosmological
ionisation fronts (Gnedin et al., 2000), but also within compact objects, such as stars (Doi and Susa, 2011).
This is important, as it is still unclear whether magnetic �elds were created cosmologically, before being
ampli�ed in structure formation � so-calledtop-down magnetogenesis� or �rst seeded in compact objects,
before being injected into proto-galaxies by stellar winds, and eventually into the galactic environment �
bottom-up magnetogenesis.

One way of solving this problem is to measure the intergalactic magnetic �eld (IGMF), which is presumed
to have altered very little over cosmic time. We show the current parameter space excluded and the methods
by which they were excluded in Fig. 2.6. The region labelled �JS19� provides the most stringent upper
limit and depends on the e�ect that a primordial magnetic �eld before the epoch recombination has on
small-scale baryonic �uctuations (Jedamzik and Saveliev, 2019). A comprehensive list of other methods
can be found in Alves Batista and Saveliev (2021). Blazar-based measurements are not included in Fig. 2.6.
Lower limits based on this method use the principle that stronger magnetic �elds should de�ect the resulting
electron-positron pairs, thereby reducing the observed gamma-ray intensity. This method has been claimed

31In this case, diameter and typical rotational speed.
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Figure 2.6: The current constraints on intergalactic magnetic �elds, where� is the �eld strength, and! � is the coherence
length. Image credit:Alves Batista and Saveliev (2021).

to place a lower limit of roughly7 � 10� 16 G on the IGMF (Aharonian et al., 2023). However, it is not clear
that this is only mechanism that can reduce the gamma-ray intensity (Broderick et al., 2012). Moreover, the
scenario only accounting for pair de�ection is predicted to produce a bow-tie feature in the gamma-ray sky,
which is not observed (Broderick et al., 2016, 2018; Tiede et al., 2017, 2020).

2.4.4 Growth and ampli�cation

Returning to the induction equation, we see that the cross products on the right-hand side of Eq. (2.55)
represent the induction or advection of the magnetic �eld, whilst the remaining term represents its di�usion.
As we will see in Sec. 2.4.4, in many astrophysical environments it is reasonable to assume that the advection
part dominates. Indeed, this assumption is often taken to its extreme, such that we may set[ = 0.

The ratio of the advection and di�usion terms is known as themagnetic Reynolds number, Rm. This is
the magnetic counterpart to the standard Reynold's numbers. Through dimensional analysis, it can be seen
that

Rm =
*!
[

– (2.71)

where* and! are the typical velocity and length scales. In turbulence, this is the root-mean-square (RMS)
velocity and the typical eddy scale. Assuming typical velocities in galaxies of a few 10 km/s, lengths on the
order of� 10kpc, and a magnetic di�usivity of 1025 cm2 s� 1 (Hanasz et al., 2009a), we arrive atRm � 104.
The values in the ICM are substantially larger, reachingRm ¦ 1027 and higher32. The advective term would
thus appear to dominate Eq. (2.55), allowing us to ignore the di�usive term. Indeed, this is generally a good
approximation for an ionised gas, and thus ideal MHD applies to most of the ISM33 and is often applied to
the ICM as well34.

32See parameters estimated in table 1 of Schekochihin and Cowley (2006).
33A notable exception is in dense clouds, when ambipolar di�usion becomes important (Ntormousi et al., 2016).
34Strictly speaking, the ICM today is weakly collisional, and hence Braginskii MHD is a better description (see, e.g. Berlok et al.,
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Figure 2.7: Schematic showing how turbulence results in magnetic �eld ampli�cation through the small-scale dynamo.
Turbulent motions act to stretch, twist, and fold the magnetic �eld lines. In the �nal step, the magnetic �eld lines
re-connect, thereby increasing the �ux density by a factor of two. This process continues, leading to exponential growth
in the kinematic phase.Image credit:J. Schober.

A direct result of this is that magnetic �elds are e�ectively ampli�ed during adiabatic compression.
However, if we were only to rely on this mechanism, we would be unable to explain the current� G magnetic
�elds in galaxies and galaxy clusters. For example, if we approximate galaxies as resulting from spherical
collapse, we should expect35 the magnetic �eld to scale with� / d2•3. However, if we treat such objects
as overdensities withX = 1000, we see that the magnetic �eld only increases by a factor of 100 or so. By
our estimate in Sec. 2.4.3, compression would produce a typical �eld strength of 10� 12 � G, which is several
orders of magnitude lower than required.

The solution, of course, is that the magnetic �eld is not perfectly coupled to the gas. Indeed, di�usion
is critical for dynamo action36. One of the fastest acting dynamo mechanisms is the small-scale turbulent
dynamo, otherwise known as the Zel'dovich �stretch-twist�fold� dynamo (Va�inshte�in and Zel'dovich, 1972).
This starts with a closed �ux loop, as shown on the left-hand side of Fig. 2.7, which is is then stretched,
twisted, and folded. In the �nal step, the two loops of magnetic �eld lines merge together through di�usion.
The magnetic �eld now has twice as many �eld lines for the same volume; i.e., the �eld strength has increased
by a factor of two. After repeating= times, the strength will have grown by a factor2= and hence the dynamo
increases the �eld strength exponentially.

Each of the steps presented in Fig. 2.7 are important: the stretching provides the initial increase in the
magnetic �eld strength; the twisting makes sure that the magnetic �ux adds coherently in the fold step,
rather than cancelling out; and the merge step makes the process irreversible. The source for these motions
is turbulent kinetic energy, and the process will continue until the �eld strength is high enough for for the
magnetic �eld to have a signi�cant dynamical back-reaction via the Lorentz force and magnetic tension.
Indeed, one indicator for the presence of a small-scale dynamo is the anti-correlation of the magnetic �eld
strength and the curvature, such thatjHjjQj0•5 � const•, where

Q =
¹H � r ºH

jHj2
(2.72)

is the magnetic curvature (Schekochihin et al., 2005).

In the Kazantsev (1968) model, the ampli�cation timescale is initially the same as the eddy turnover

2020). With this said, Tevlin et al. (2024) �nd that the magnetic coherence length in galaxy clusters remains consistently above the
mean free path during its evolution, and hence the modelling of a small-scale dynamo in the ICM can be performed with ideal MHD.

35Whilst collapse happens in three-dimensions, the magnetic �eld is only ampli�ed in directions perpendicular to itself.
36The magnetic �eld cannot be too di�usive, however. Indeed, numerical simulations generally �nd thatRm ¦ 100 is required for

dynamo action (Achikanath Chirakkara et al., 2024).
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time. Once the magnetic �eld has left the kinematic regime, however, its ampli�cation becomes non-linear
(Brandenburg and Subramanian, 2005). Indeed, this provides a key problem for numerical simulations
of dynamos as, if too much time is spent in the kinematic growth phase, the non-linear phase is severely
truncated37 (Donnert et al., 2018). This can happen if the resolution in the simulation is not high enough,
resulting in an eddy turnover time which is too long, or if the simulation is too di�usive; i.e., if the magnetic
Reynolds number is not high enough. It has been shown analytically that the small-scale dynamo can
amplify a weak seed �eld in a proto-galaxy by approximately 13 orders of magnitude within 300 million
years (Arshakian et al., 2009; de Souza and Opher, 2010; Pfrommer et al., 2022), with minor modulations
depending on whether the turbulence is compressive or incompressible (Federrath et al., 2010). This then,
accounts for the remaining orders of magnitude, amplifying the magnetic �eld strength from a seed �eld to
the observed values.

Whilst the peak scale of the magnetic �eld will grow over time, eventually meeting the peak of the kinetic
power, the magnetic �eld components generated through the small-scale dynamo will be essentially random.
Disc galaxies, however, are observed to have magnetic �eld components that generally follow the large-scale
structure (Beck, 2011). To solve this problem theU � l dynamo is sometimes invoked (Steenbeck et al.,
1966; Parker, 1971). This dynamo works on the basis that the galaxy is both di�erentially rotating and
strati�ed in the I -direction. In this environment, when magnetic loops rise above the galactic plane, they
start to twist, eventually reconnecting such that they have converted a toroidal magnetic �eld component
into a poloidal one. In turn, the di�erential rotation of the disc winds the �eld lines up, thereby converting
the poloidal �eld back to a toroidal �eld. As the rotational energy is signi�cantly higher than the turbulent
energy, this dynamo can keep acting after the small-scale dynamo has saturated. However, this dynamo is
signi�cantly slower, and it is still unclear whether it works in a cosmological environment (Pakmor et al.,
2017) or whether it produces magnetic �eld morphologies consistent with observations (Unger and Farrar,
2024).

2.4.5 Impact

The strengths measured for magnetic �elds in disc galaxies at the current epoch imply that they have a
dynamical role to play. Indeed, the additional pressure component is expected to help balance the disc against
gravitational collapse (Beck and Wielebinski, 2013) and a�ect the �ow of gas in the spiral arms (Gómez and
Cox, 2002). The impact of magnetic �elds can be both negative and positive for the survival times of gas
clouds (Crutcher, 1999). For example, magnetic �elds may reduce mixing, through magnetic draping (Dursi
and Pfrommer, 2008; Pfrommer and Dursi, 2010) and through anisotropic transport mechanisms (Balbus
and Reynolds, 2008). These processes may help gas clouds to be accelerated by hot winds (McCourt et al.,
2015), thereby increasing the amount of cold gas in the CGM. They may also support the growth of cold
streams, which ultimately increase the star formation in the galaxy (Berlok and Pfrommer, 2019). Magnetic
draping is also believed to stabilise the tails of jelly�sh galaxies (Sparre et al., 2020; Müller et al., 2021).

On the other hand, magnetic braking can help transport angular momentum outwards, which is believed
to be crucial for star formation (Mellon and Li, 2008) and may increase the metallicity pollution by massive
stars (Meynet et al., 2011). Meanwhile, the magneto-rotational instability (MRI) has long been known to be
crucial in the dynamics of accretion discs (Balbus and Hawley, 1991; Balbus and Reynolds, 2008), helping
channel gas towards black holes. Finally, magnetic reconnection may be an important source of heating
in the ISM and CGM (Birk et al., 1998). In this way, magnetic �elds are relatively unpredictable; they

37We will see a realisation of this e�ect in Chapter 3.
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may either cool or heat the gas, and can help support structures or collapse them. As their dynamics are
so strongly a�ected by their strength and the gas �ows around them, it is crucial that they are modelled in
an environmentally consistent manner. For disc galaxies as a whole, this means the use of cosmological
simulations.

2.5 Shocks
Shocks are a natural consequence of mergers, and play a pivotal role in the acceleration of cosmic ray

electrons. We therefore recap the basic theory here.

Any time the bulk gas speed is higher than the sound speed, a shock will form. In this case, information
about the gas properties behind the shock �downstream� cannot be communicated to the gas ahead of the
shock �upstream� and a discontinuity is formed. As no gas accumulates at this discontinuity, we can use the
conservation laws for mass, momentum, and energy to observe how the gas properties change across it. For
a plane-parallel shock in a hydrodynamic medium38, these are:

d1hG–1 = d2hG–2– (2.73)

%1 ¸ d1h2
G–1 = %2 ¸ d2h2

G–2– (2.74)

and
Y1 ¸ %1

d1
¸

h2
G–1

2
=

Y2 ¸ %2

d2
¸

h2
G–2

2
– (2.75)

respectively, where subscripts �1� and �2� refer to upstream and downstream quantities, and gas properties
are given in an inertial frame that co-moves with the shock-front.

Note, that the mass continuity equation allows for the trivial solution thathG–1 = hG–2 = 0. In this case,
no mass �ows across the discontinuity, and hence no shock forms. This scenario is known as atangential
discontinuity. A contact discontinuityis a special case of this, in which the velocity, thermal pressure, and
magnetic �eld are all continuous; i.e. only the density and temperature change.

We may then de�ne the Mach number, such that:

M =
hG–1

2s–1
– (2.76)

which allows us to formulate the well-known Rankine-Hugoniot jump conditions for a polytropic gas:

A=
d2

d1
=

hG–1

hG–2
=

¹W̧ 1ºM 2

¹W� 1ºM 2 ¸ 2
– (2.77)
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and
) 2

) 1
=

d1

d2

%2

%1
=

»2 ¸ ¹ W� 1ºM 2¼»2WM 2 � ¹ W� 1º¼
¹W̧ 1º2M 2 – (2.79)

where we have assumed negligible radiative losses, andAis known as thecompression ratio.

38This treatment is appropriate for the shocks we discuss in this dissertation, but generally speaking a complete treatment would need
to take into account magnetic and cosmic ray pressure, as well as the generation of magnetosonic waves.
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Given thatM ¡ 1, we see that shocks lead to a deceleration of the gas in the shock-frame, as well as a
pressure, density, and temperature jump. For strong shocks (M � 1), we may also see from Eq. (2.77) that
A! 4. Moreover, if we compute the di�erence in the up- and downstream speci�c entropy, we �nd that:

B2 � B1

2+
= ln

�
%2

%1

�
� Wa ln

�
d2

d1

�
– (2.80)

where2+ is the speci�c heat capacity at constant volume. This equation shows that shocks are inherently
dissipative; that is, they irreversibly convert kinetic energy into thermal energy39. Both of these points will
also help us in Sec. 2.6.4.

In general, due to the low densities involved, the typical length scale for particle collisions in astrophysical
environments is very large relative to the system size. Shocks in such an environment must therefore
proceed in acollisionlessmanner. This is usually explained through the Weibel instability (Weibel, 1959)
for hydrodynamic shocks (in unmagnetised plasmas), and being a result of scattering due to magnetic
inhomogeneities and additional plasma instabilities in MHD shocks. Fortunately, the Rankine-Hugoniot
conditions make no assumptions on the mechanism by which the shock front itself forms, and hence the
equations given remain valid regardless. Minor alterations are required, however, in the case of oblique
shocks, or for gases which di�er from ideal ones. The adjusted equations for a gas with cosmic rays, for
example, can be found in Pfrommer et al. (2017a).

2.6 Cosmic ray electrons
In the �nal two sections, we recap the theory necessary for our investigation into the origin of radio relics,

as presented in Chapters 5 and 6. We start with the basics of cosmic rays, with an emphasis on cosmic ray
electrons.

2.6.1 Background

In 1912, Victor Hess conducted a series of balloon �ights in order to measure radiation levels at di�erent
altitudes (Hess, 1912), �nding that levels increased as he ascended40. This �nding was later con�rmed by
Erich Regener and Robert Millikan, who extended the survey to higher altitudes and to deep under water
(Millikan and Cameron, 1926; Regener, 1929), thereby increasing the evidence that the radiation was of
extraterrestrial origin. The recorded ionisation was initially believed to be due to gamma rays, and hence
was given the namecosmic rays. Experiments by Jacob Clay, however, showed that the cosmic ray intensity
also increased towards the equator, indicating de�ection by the Earth's magnetic �eld (Clay, 1927). This
showed that cosmic rays are actually predominantly charged, and hence are not photons. Moreover, following
calculations by Bruno Rossi (Rossi, 1930), later surveys were able to show that the intensity of cosmic rays
is greater when measured towards the west (Rossi, 1934). Extrapolating from the Lorentz force, this implies
that cosmic rays measured at Earth are pre-dominantly positively-charged.

Today, we know through a range of ground- (e.g. KASCADE, Pierre Auger Observatory, Telescope
array), air- (e.g. ATIC, CREAM, BESS), and space-based particle detectors (PAMELA, AMS-02) that

39See, for example, that in a strong shock%2 • %1 ! 5
4 M 2 , whilst d2 •d1 ! 4 = const•, as previously stated.

40A near simultaneous discovery was independently found by Pacini (1912) (see additional notes in Ruszkowski and Pfrommer,
2023).
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primarycosmic rays � i.e. cosmic rays that originate from outside Earth's atmosphere41 � are approximately
90% protons, 9% helium nuclei, and 1% heavier nuclei. Moreover, their energy spectrum covers over 12
orders of magnitude (Gaisser et al., 2016), with the spectrum dominated at low energies by those with a
galactic origin and at high energies (¦ 1017 eV) by cosmic rays with an extragalactic origin (Hillas, 1984;
Apel et al., 2012). In the local ISM, cosmic rays are measured to be in rough equipartition with the thermal,
turbulent, and magnetic energy densities (Boulares and Cox, 1990; Beck, 2015). This implies that they are
dynamically important for the galaxy at the present time. Indeed, simulations suggest that they can launch
stellar winds (Thomas et al., 2024) and help keep the CGM pressurised, thereby a�ecting gas accretion and
the subsequent evolution of angular momentum in disc galaxies (Buck et al., 2020).

Cosmic ray electrons also reach Earth, but these are signi�cantly less abundant (Ÿ 1%) and less energetic
than the cosmic ray protons, being only able to reach TeV energies (Archer et al., 2018). Furthermore,
cosmic ray electrons cool much faster than cosmic ray protons, and are more easily de�ected by magnetic
�eld lines. The relative di�erence between the two species essentially results from their large mass ratio of
< p•< e � 1836, with electrons being correspondingly easier to accelerate. As a result of their lower energy
density, cosmic ray electrons are not dynamically important. However, their short cooling times make them
extremely useful for tracing cosmological shocks, and they consequently form a key part of our understanding
of the formation ofradio relics(see Sec. 2.7).

2.6.2 Dynamics

Cosmic rays can be treated using their phase-space distribution, where this depends on position, momen-
tum, and time:53D ¹x–p– Cº. The evolution of this phase-space distribution is described by the Fokker-Planck
equation (Skilling, 1975; Schlickeiser, 1989):

m 53D
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�
¸ ( ¹?º– (2.81)

where? = j p•¹ < e2ºj is the absolute value of the normalised particle momentum,� is the velocity of the
background plasma that the cosmic rays are advected with,� st indicates the streaming velocity,� A is the
Alfvén velocity, J GGand� ? ? are the respective spatial and momentum di�usion coe�cients, and
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�
�

53D

gc
– (2.82)

with @¹?º being the source function, losses described by the cooling term¤?, and further catastrophic losses
taking place on timescalegc. Adiabatic changes are described by the second term on the right-hand side of
Eq. (2.81), where cosmic rays have an adiabatic index ofW0 = 4•3. We provide a brief overview of the other
processes involved in this equation in the remaining sections of this chapter.

Being charged particles, cosmic rays are subject to the Lorentz force. Balancing this and the centripetal
force produces the relativistic Larmor radius for the electron:

AL =
W<� ?

4jHj
– (2.83)

where� ? is the component of the velocity perpendicular to the magnetic �eld, andW=
p

1 ¸ j pj2 is the

41In contrast to secondary cosmic rays, which result from the collision of primary cosmic rays with atoms in the Earth's atmosphere,
leading to a cascade of lighter particles.

33



Lorentz factor. In typical astrophysical units, this can be reformulated as:

AL � 1•08
�

�
1015 eV

� �
jHj
� G

�
pc (2.84)

This means that a 1 GeV cosmic ray electron has a Lamor radius of approximately 0.25 AU42. Cosmic rays
electrons gyrate at this radius with frequency


 =
4jHj
W<e2

• (2.85)

The motion along the magnetic �eld is typically referred to in terms of thepitch angle cosine, where this is:

cos\ =
� cr � H
j� cr j jHj

– (2.86)

with � cr being the cosmic ray velocity.

Inhomogeneities in the magnetic �eld are ubiquitous. Indeed, they are frequently excited by the cosmic
rays themselves (Kulsrud and Pearce, 1969; Bell, 2004; Shalaby et al., 2021, 2023). We can follow the impact
of such inhomogeneities by comparing their typical scale,_, with the Lamor radius. We �nd that ifAL � _,
the inhomogeneities vary too slowly to scatter the cosmic ray, and it is subsequently trapped by a single �eld
line and adiabatically follows its direction. On the other hand, ifAL � _, the cosmic ray electron gyrates
around several magnetic �eld lines, whose uncorrelated inhomogeneities add small-scale Lorentz forces that
e�ectively average out. However, ifAL and_ are of comparable scales, the gyration of the cosmic ray results
in it becoming �trapped� by neighbouring inhomogeneities, and being thereby e�ectively scattered. This
process is referred to aspitch-angle scattering(Ruszkowski and Pfrommer, 2023).

Assuming that pitch-angle scattering is su�ciently e�ective, we can assume that the distribution function
is nearly isotropised in the scattering wave frame, and we can therefore reduce our description of the
phase-space distribution to a one-dimensional distribution

5¹x– ?– Cº = 4c?2 53D ¹x–p– Cº (2.87)

The number and energy density of the cosmic ray electrons is then equal to:

=cr =
¹

5¹x– ?– Cº3?– (2.88)

and
ncr =

¹
� kin ¹?º 5¹x– ?– Cº3?– (2.89)

respectively, where� kin = ¹
p

?2 ¸ 1 � 1º< e22 is the kinetic energy of a particle.

2.6.3 Transport

The transport of cosmic rays follows through one of three main processes: advection, di�usion, and
streaming. We describe the physics involved below, and show how these typically a�ect the spatial distribution
in Fig. 2.8:

42At best, our simulations have resolution approximately 9 orders of magnitude greater than this, allowing us to model cosmic rays
in a subgrid fashion.
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Figure 2.8: Schematic indicating how an initial distribution of cosmic rays changes as a result of advection, di�usion,
and streaming, respectively. Colours indicate the same population at di�erent times.Image credit:Thomas et al. (2020)

Advection

If the cosmic ray electrons are su�ciently bound to magnetic lines via the Lorentz force, they must also
follow the motions of the �eld. In turn, as the magnetic �eld is essentially �frozen in� in most astrophysical
plasmas, the �eld lines move with the gas. Consequently, cosmic ray electrons are advected with the gas at
the �uid speed,� adv .

Di�usion

The scattering of cosmic rays by Alfvén waves causes them to di�use. However, this di�usion is directed
along magnetic �eld lines and hence, unlike standard thermal di�usion, is anisotropic. The one-dimensional
spatial di�usion coe�cient � GGis given in units of length2 time� 1, with the general principle being expressed
in Fick's second law:

m#
mC

= r � GGr #– (2.90)

where# is the concentration or density of cosmic rays, such that32 = � GGCexpresses the typical distance,
3, travelled by a cosmic ray in time,C.

A standard value used in galaxy simulations is3 � 1028 cm2 s� 1 (see, e.g. Buck et al., 2020), although
the actual value likely varies signi�cantly across the halo (Thomas et al., 2023). In radio relics, on the other
hand, the relevant di�usion coe�cient is likely closer to Bohm di�usion (Caprioli and Spitkovsky, 2014),
which can be formulated as (Kang and Ryu, 2016):

� Bohm ¹?º = 1•7 � 1019 cm2 s� 1
�

�
1� G

� � 1

?– (2.91)

.

Streaming

When scatterings are su�ciently frequent, the cosmic rays distribution is isotropised in the rest frame of
the Alfvén waves. This e�ectively transports them at the Alfvén speed:

� cr = � � A sgn¹H � r %cr º– (2.92)

where%cr is the cosmic ray pressure. This results in the adiabatic transport of cosmic ray energy.
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Shock frontDownstream Upstream

Turbulent �eld lines

� d � u

Figure 2.9: Schematic representing Fermi I acceleration in the shock-frame. A cosmic ray electron di�uses across the
shock front before being de�ected by magnetic inhomogeneities. This increases its energy by a factor ofO¹� •2º at each
crossing.Image credit:Adapted from work by M. Pulupa

2.6.4 Acceleration processes

In this section we will constrain ourselves to Fermi I and Fermi II acceleration; the two most important
mechanisms in the production of di�usive emission in galaxy clusters. We note, however, that other
mechanisms such as shock drift acceleration and magnetic reconnection are occasionally considered for
these phenomena as well (see, e.g. Kang and Ryu, 2018; Ghosh and Bhat, 2024). Both of the following
mechanism also apply to non-thermal cosmic ray electron populations. In this case, the mechanism is referred
to asre-acceleration.

Fermi I

First-order Fermi acceleration is a process that acts in collisionless, magnetised shocks43 (Krymskii,
1977; Axford et al., 1977; Bell, 1978a,b; Blandford and Ostriker, 1978; Drury, 1983; Blandford and Eichler,
1987). As it can be mapped onto a di�usion process, it is also often referred to as di�usive shock acceleration
(DSA). The underlying principle, is that each time electrons cross the shock front, they are scattered by the
magnetic inhomogeneities, where these are generated by the shock downstream and are self-excited in the
upstream. This means that the electron continually experiences an approaching magnetic mirror with speed
� � = j� u � � d j. A schematic of this scenario is shown in Fig. 2.9.

The average energy gainper crossingis then:

�
� �
�

�
�

2
3

� �
2

(2.93)

During each crossing and re-crossing cycle there is a �nite probability that the particle will be advected
downstream. Assuming a planar shock surface, it can be shown that this probability is:

%esc =
4� u

2
– (2.94)

43The name refers to Enrico Fermi, who proposed that particles could be accelerated by converging magnetic mirrors (see Sec. 2.6.4).
However, this is an example of Stigler's law of eponymy, as the theory behind �Fermi I� was actually predominantly developed by the
authors cited.
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where� u is the upstream speed in the shock rest-frame (see, e.g., Maoz, 2016). The result is that if we
initially inject # 0 particles, after= cycles only# 0 ¹1 � %escº= particles remain, where these have energy� =.
The average energy gainper cycleis then:

h� � i �
4
3

� �
2

� = [�– (2.95)

and for an electron to reach energy� =, we require= cycles so that:

= = ln
�
� =

� 0

� �
1

ln¹1 ¸ [ º

�
(2.96)

After some rearranging, this results in:

# ¹� � º = # 0

�
�
� 0

� Z

– (2.97)

where# ¹� � º is the number of particles with energy greater than� , and

Z =
ln¹1 � %escº

ln¹1 ¸ [ º
(2.98)

For non-relativistic shocks, by Eq. (2.95),[ � 1, and henceZ � � %esc• [ , where we have used the fact that
ln¹1 ¸ Gº � Gfor smallG.

By, recalling Eq. (2.94) and using the jump conditions to show that� � = � u
�
1 � 1

A

�
, we are left with

the standard result that
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or, equivalently,

# ¹� º /
�

�
� 0

� � 3•¹ A� 1º � 1

(2.100)

Hence, DSA results in a power law population with spectral slopeUe = � 3
A� 1 � 1, whereAis the compression

ratio. As we showed in Sec. 2.5, in a strong shock,A = 4, meaning that the spectral slope44 is limited to
Ue = � 2.

This result has generally been shown to hold in particle-in-cell (PIC) simulations, albeit with a few
modi�cations. These include cosmic ray generated pre-cursor and post-cursor regions, which appear to limit
the true maximum slope toUe = � 2•2 (Caprioli et al., 2020). Indeed, this is the value that is most commonly
observed for strong shocks in supernovae (Caprioli, 2012). Moreover, it has been shown that not all shocks
are equal; so-called quasi-parallel shocks, where the magnetic �eld aligns with the shock normal, have been
shown to be more e�cient at accelerating cosmic ray electrons (Winner et al., 2020). This is to be expected,
as the cosmic ray electrons must be transported backwards and forwards across the shock front in order for
DSA to be e�ective. Moreover, an increasing body of evidence suggests that shocks require a minimum
Mach number ofM crit � 2•3 to result in e�cient acceleration. This is believed to result from the lack of
magnetic inhomogeneities produced in shocks weaker than this (see, e.g., Kang et al., 2019).

There has been some discussion of how to start Fermi I acceleration for electrons, as the collisionless

44If we are using a 3D distribution function, then the4c ? 2 term in Eq. (2.87) results inUe–3D = � 4.
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shock �width� is set by the Lamor radius of the more energetic cosmic ray protons, which is substantially
bigger than the cosmic ray electron Lamor radius (see Eq. 2.83). This would appear to prevent the cosmic
ray electron from crossing the shock in the �rst place; an issue known as theinjection problem. Recent work,
however, suggests that electrons may be injected through an intermediate-scale instability (Shalaby et al.,
2022).

Fermi II

A related process is second-order Fermi acceleration, also known as turbulent or stochastic acceleration
(Fermi, 1949). In this case, cosmic rays are accelerated by elastic scattering o� of randomly moving magnetic
�clouds�. Particles will gain or lose energy, depending on whether the collision is head-on or not, respectively.
The energy gained or lost in such a collision will be:

� �
�

� 2
j� cl j2

22 ¸
2 � cr � � cl

22 – (2.101)

where� cl is the cloud velocity (Pohl et al., 2020). Statistically, more collisions will be head-on than not,
and hence the cosmic ray gains energy. For low cloud speeds (j� cl j•2 � 1) this results in an average energy
gain of: �

� �
�
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3

�
j� cl j

2

� 2

• (2.102)

As this change is only of second order, the resulting acceleration is relatively slow. Indeed, in galaxy and
galaxy cluster environments, cooling usually acts too quickly for Fermi II acceleration to be e�ective from the
thermal pool (Petrosian, 2001). For non-thermal electrons, however, Fermi II is currently a strong candidate
for explaining radio halos (Brunetti and Lazarian, 2007; Fujita et al., 2015; Pinzke et al., 2017), which are
associated with turbulence generated in cluster mergers. This mechanism has also been proposed to explain
features in radio relics (Fujita et al., 2015; Kang, 2024), although it is currently unclear as to whether it can
compete with cooling and the generally much stronger impact of Fermi I.

In the Fokker-Planck equation, the impact of Fermi II can be reduced to a di�usion equation in momentum
space, where� ? ? is the di�usion tensor for this process. For isotropic di�usion, this can be reduced further
to � ? ? = � 0 ?2, where the details of turbulent re-acceleration are encapsulated in the constant� 0. As
Fermi II works through stochastic collisions,� 0 is typically linked to measures of the levels of compressive
turbulence (see, e.g. Pinzke et al., 2017).

2.6.5 Cooling processes

Cooling of cosmic ray electrons is generally rapid and proceeds through four main processes:

Coulomb cooling45

As cosmic ray electrons move through the ionised plasma, they scatter o� of electrons46. When this takes
place through an electrostatic potential, it is referred to as a Coulomb interaction. Such processes transfer
kinetic energy to the plasma. The corresponding loss rate is:
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45Derived from Gould (1975)
46Scattering o� of ions takes place as well, but these interactions are suppressed by the ion-to-electron mass ratio.
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wheref T is the Thomson cross section,Ve = h•2 is the normalised speed,=e is the electron density, and
l pl is the plasma frequency. The term in the brackets is the Coulomb logarithm with additional correction
terms.

Bremsstrahlung47

When the cosmic ray electron is decelerated or accelerated by the plasma it undergoes a process known
as bremsstrahlung. The loss rate for this process is:

�
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16
3

U44=Wj¹� º
< 2

e23
– (2.104)

whereU is the �ne-structure constant,A0 = 42•< e22 is the classical electron radius,= is the gas number
density, andj ¹� º is the expression given in eq. 4BN of Koch and Motz (1959). In the case of thermal
electrons, this process often leads to the production of X-rays.

Inverse Compton48

When high-energy electrons collide with low-energy photons, such as those from CMB, the electron
transfers energy to the photon. This increases its energy, converting it to an X-ray or a gamma ray. The loss
rate for this process is:

�
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dC
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4f ) ?2

3Ve< e2
* ph – (2.105)

where* ph is the energy density of the photon background. Note, that Eq. (2.105) is, strictly speaking, only
valid for W\ l � < e22, andf ) must be replaced with the Klein-Nishina cross section otherwise.

Synchrotron radiation48

As the cosmic ray spirals around a �eld line, its constant acceleration results in the production of
synchrotron radiation, which is generally emitted in the radio band. The loss rate associated with this process
is:

�
d?syn

dC
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4f ) ?2

3Ve< e2
� 2

8c
– (2.106)

where we have assumed an isotropic distribution of pitch angles.

Assuming optically thin radiation, a power-law distribution of electrons leads to a power law in the
synchrotron emission as well, with slopeUs = ¹Ue � 1º•2. Furthermore, assuming continual acceleration
at the same Mach number, losses from synchrotron and inverse Compton processes are expected to steepen
the power-law slope toU4 = U4–0 � 1, whereU4–0 is the initially injected slope for the electrons. For
radio spectra, this equates toUB = UB–0 � 1•2, whereUB–0 is the initially injected slope for the synchrotron
emission49 (Pacholczyk, 1970). Indeed, this relationship is commonly used in reverse to estimate the Mach
number in radio-emitting shocks.

Note, that Eq. (2.106) has an identical form to Eq. (2.105). Indeed, synchrotron radiation can be considered
as scattering o� of virtual photons from the background magnetic �eld. Alternatively, the photon �eld can
be assigned an equivalent magnetic �eld strength. For the CMB, this is� CMB =

p
8cYCMB –0 ¹1 ¸ I º2 �

47Derived from Petrosian (2001).
48Derived from Rybicki and Lightman (1986).
49Additionally useful formulae regarding synchrotron emission are given in Sec. 5.2.6.
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Figure 2.10: Coulomb and inverse Compton losses for varying momenta, redshift, and electron number densities. For
typical ICM values, there exists a population of electrons where cooling rates are comparable to the Hubble time. These
are good candidates for the so-called �fossil� electrons, which help boost radio relic surface brightnesses to observed
values through Fermi I re-acceleration.Image credit:Pinzke et al. (2013)

3•24� � ¹1 ¸ I º2, whereYCMB –0 is the energy density of the CMB today, and the¹1 ¸ I º2 term deals with the
scaling of radiation energy density (see Sec. 2.1).

We show typical cooling losses at the peripheries of the ICM resulting from Coulomb and inverse
Compton processes in Fig. 2.10. Note that Coulomb cooling is more e�ective at lower momenta, whilst
inverse Compton cooling is more e�ective at higher momenta. Synchrotron cooling is also more e�ective at
higher momenta, but generally has a sub-dominant contribution at distances far from the cluster centre, due
to the low magnetic �eld strengths here.

2.7 Radio relics
Radio emission is common in collapsed structures, and is produced anywhere where electrons are excited

to highly relativistic energies (here: Lorentz factors in excess of103). For example, it is generated at
supernovae-driven shocks, and hence the radio luminosity in galaxies is intrinsically linked to the star
formation rate (de Jong et al., 1985; Condon, 1992; Bell et al., 2003). Radio emission is also generated
in shocks driven by AGN jets (see, e.g., Hardcastle and Croston, 2020, and references therein), and can be
found �lling the volume of merging clusters; a phenomenon known as aradio halo. Most importantly for
this dissertation, such mergers are also believed to produceradio relics.

The term �radio relic� has been applied to a broad class of objects. In particular, several attempts have
been made to subdivide the term depending on the underlying physical scenario, with perhaps the most
well-known classi�cation attempt being given by Kempner et al. (2004). These authors provide the following
three categories:

i) AGN relics: also known as aradio ghost, this is when an AGN lobe is still emitting, but the source
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Figure 2.11: Left: Spectral index map for the �Toothbrush� radio relic, where colours give theUs values.Right: Intensity
map for the same object. The emission is approximately 1.9 Mpc in length, and shows an array of morphological features.
Image credits:Left: van Weeren et al. (2012a). Right: Rajpurohit et al. (2020a).

AGN is no longer active. These sources have steep spectra and can be highly �lamentary if they have
interacted with the turbulent ICM.

ii) Radio phoenix: when a merger or accretion shock passes through an AGN relic, it will compress it,
increasing its energy and the energy of the trapped magnetic �elds such that the cosmic ray electrons
emit in the radio band once more (Enÿlin and Gopal-Krishna, 2001; Enÿlin and Brüggen, 2002).

iii) Radio gischt: also known as a radio shock, in this mechanism, the merger shock accelerates the cosmic
ray population through the Fermi I mechanism (see Sec. 2.6.4). The emission therefore directly traces
the shock itself (Enÿlin et al., 1998).

Increasingly, the term �radio relic� is used to refer to the last category. Emission from this category is
relatively steep (integratedUs � � 1•2) and is often highly polarised (van Weeren et al., 2010; Di Gennaro
et al., 2021), as would be expected from synchrotron radiation from a source with a coherent magnetic �eld
(see Sec. 2.4). This coherence is expected to be produced by the shock compression of the magnetic �eld (see,
e.g., Wittor et al., 2019; Domínguez-Fernández et al., 2021b). The typical surface brightness of radio relics
is on the order of0•1� 1 � Jy arcsec� 2 (van Weeren et al., 2019). However, X-ray observations show that the
shocks underlying the emission are typically weak (with sonic Mach numbersM ® 3� 5). Such shocks have
a low acceleration e�ciency (Kang and Jones, 2005; Kang and Ryu, 2013; Mou et al., 2023), making them
incompatible with a scenario where electrons are accelerated from the thermal pool. Instead, it is generally
believed that shocks re-accelerate an already semi-relativistic population of �fossil� electrons, which were
accelerated at earlier epochs (Pinzke et al., 2013). These have long cooling times at dimensionless momenta
of ? � 10� 100, as is shown in Fig. 2.10.

Radio relics are generally found at the edge of intracluster medium, at distances of around1� 2 Mpc from
the cluster centre. Furthermore, they exhibit varying morphologies. For example, the archetypal �Sausage�
relic is curved (Kocevski et al., 2007; van Weeren et al., 2010), whilst the �Toothbrush� relic is more linear
in shape (van Weeren et al., 2012b). In general, relics are elongated in one direction, and are therefore
often measured by their largest linear size (LSS) � i.e. the largest dimension on the plane of the sky. This
is typically on the order of a Mpc, but variation is strong. For example, the largest yet recorded radio relic
has an LSS of approximately 3.5 Mpc (Hoang et al., 2021). Radio relics can also take more irregular forms,
such as Abell 2256 (van Weeren et al., 2012b), or forms where the spectral gradient is inverted, such that
the fresher spectra is closer to the cluster centre (Riseley et al., 2022). Moreover, with increasing resolution,
relics increasingly appear �lamentary and display a wide range of smaller morphological features. Examples
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of these features can be seen in Fig. 2.11. In particular, we point out the �bristle� and �strand� features,
which will be revisited in Chapters 5 and 6, respectively.

Whilst some scenarios have been proposed that explain speci�c features (e.g. Böss et al., 2023), what
generally sets relic morphology is currently an unsolved problem. Indeed, there are several unsolved problems
currently challenging our understanding of radio relics. We give a full list of the most major problems in
Chapter 5.
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3 | The impact of magnetic �elds on
cosmological galaxy mergers � I.

Reshaping gas and stellar discs

This chapter is based on the published paper by Whittingham, J., Sparre, M., Pfrommer, C., and Pakmor, R.
in Monthly Notices of the Royal Astronomical Society, Volume 506, Issue 1, p.229-255. The work expands
upon ideas �rst presented in my Masters thesis. A breakdown of the exact di�erences is provided in Chapter
9.

Mergers play an important role in galaxy evolution. In particular, major mergers are able to have a
transformative e�ect on galaxy morphology. In this paper, we investigate the role of magnetic �elds in gas-
rich major mergers. To this end, we run a series of high-resolution magnetohydrodynamic (MHD) zoom-in
simulations with the moving-mesh codearepoand compare the outcome with hydrodynamic simulations run
from the same initial conditions. This is the �rst time that the e�ect of magnetic �elds in major mergers
has been investigated in a cosmologically-consistent manner. In contrast to previous non-cosmological
simulations, we �nd that the inclusion of magnetic �elds has a substantial impact on the production of the
merger remnant. Whilst magnetic �elds do not strongly a�ect global properties, such as the star formation
history, they are able to signi�cantly in�uence structural properties. Indeed, MHD simulations consistently
form remnants with extended discs and well-developed spiral structure, whilst hydrodynamic simulations
form more compact remnants that display distinctive ring morphology. We support this work with a resolution
study and show that whilst global properties are broadly converged across resolution and physics models,
morphological di�erences only develop given su�cient resolution. We argue that this is due to the more
e�cient excitement of a small-scale dynamo in higher resolution simulations, resulting in a more strongly
ampli�ed �eld that is better able to in�uence gas dynamics.

3.1 Introduction
Radio synchrotron observations, amongst other evidence, show that spiral galaxies in the local Universe

are permeated by magnetic �elds (Beck et al., 1985). On the galactic scale these �elds are remarkably
ordered and have typical strengths of a few� G at solar radii (Beck, 2011), rising to50� 100� G in nuclear
starburst regions (Heesen et al., 2011; Adebahr et al., 2013). At these strengths, the magnetic �eld contributes
signi�cantly to the total pressure in the interstellar medium (ISM). Indeed, it is generally believed that the
magnetic energy density in the ISM is in rough equipartition with the thermal gas, turbulent, and cosmic ray
energy densities (Beck et al., 1996; Beck, 2015). Magnetic �elds are therefore expected to be dynamically
important for late-type galaxies today, helping to balance the disc against gravitation and directly in�uencing
the �ow of gas. On top of this, galactic magnetic �elds are able to have a signi�cant indirect impact; they can
conduct collisionless particle species, such as cosmic rays, along their �ux tubes (Zweibel, 2017; Thomas
et al., 2020) thereby mediating the direction of momentum and energy transfer from cosmic rays to the
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thermal gas. This transfer enables dynamical feedback that is able to drive galactic winds, which a�ects
galaxy formation and evolution (Hanasz et al., 2013; Pakmor et al., 2016a; Ruszkowski et al., 2017; Jacob
et al., 2018).

Whilst magnetic �elds may be in�uential at the present epoch, their directlong-terme�ect on galaxy
evolution is, however, still debated. It has been argued that a su�ciently strong primordial �eld could
lead to reduced disc sizes (Martin-Alvarez et al., 2020) and suppressed star formation rates (Marinacci and
Vogelsberger, 2016). The seed �eld strength required to produce these e�ects, though, is several magnitudes
higher than that plausibly generated by battery processes in ionisation fronts or cosmological shocks (Kulsrud
and Zweibel, 2008). In cosmological simulations that used weaker initial seed �elds, the galactic magnetic
�eld was not able to have a signi�cant evolutionary impact as it was ampli�ed in a dynamo close to
equipartition strengths, at which point it is quenched by magnetic tension and thus does not become strong
enough to have a signi�cant dynamical backreaction (Pakmor et al., 2017). Moreover, in some simulations
the �eld was unable to reach equipartition at all (Hopkins et al., 2020), preventing it from in�uencing galactic
development except indirectly via its impact on anisotropic transport processes. The investigations published
thus far have, however, focused almost entirely on galaxies with quiescent merger histories.

In a � CDM cosmology � i.e. cold dark matter with a cosmological constant,� � structure forms
hierarchically and consequently few if any galaxies will remain completely untouched by interactions during
their lifetime. This is especially true of more massive galaxies (with stellar mass M¢ ¦ 5 � 1010 M � ),
where mergers are suggested to be the main drivers of growth at redshiftsI ® 1 (Bell et al., 2006; Tacchella
et al., 2019). Such mergers give rise to a rapidly varying gravitational potential, which can have dramatic
consequences for the galactic components and their kinematics. Being collisional, the gas component is
particularly sensitive to such interactions. Indeed, it has long been recognized that mergers can draw fresh
gas deep into the galaxy (Toomre and Toomre, 1972; Barnes and Hernquist, 1996; Moreno et al., 2021),
diluting the metallicity of the existing gas (Scudder et al., 2012; Torrey et al., 2012; Bustamante et al., 2018;
Thorp et al., 2019; Bustamante et al., 2020), triggering starbursts (Farrah et al., 2003; Cox et al., 2008;
Teyssier et al., 2010; Hayward et al., 2014; Luo et al., 2014) and increasing the black hole accretion rate
(Springel et al., 2005a; Sijacki et al., 2007; Gabor et al., 2016). If the resultant feedback from these events
is too strong, the gas may then be expelled from the galaxy almost entirely, quenching further star formation
and transforming the galaxy into a so-calledred and deadgalaxy � an evolutionary track codi�ed in Hopkins
et al. (2008). This evolution is not necessarily pre-determined though; in fact, an increasing body of evidence
shows that gas-rich mergers can instead support the growth of a stellar disc post-merger (Sparre and Springel,
2017; Rodriguez-Gomez et al., 2017; Hani et al., 2020). In either case, it is clear that the gas dynamics play
a crucial role in the outcome.

Whilst the impact of mergers on the gas component (and vice versa) has been well-appreciated, the
potential role that magnetic �elds play is often neglected. However, these elements are not easily separated.
Outside the densest parts of molecular clouds, the gas in galaxies is su�ciently ionised such that even the
neutral component is intimately coupled to the magnetic �eld (Ferrière, 2001). This has clear consequences
during a merger; as gas is sheared and compressed, so too will �eld lines be brought closer together.
Similarly, the injection of turbulence during a tidal interaction should support the development of a small-
scale dynamo (Arshakian et al., 2009). These processes will act to amplify the �eld, and help to explain
why interacting galaxies show lower �eld regularity (the ratio of regular to random �eld components) and
higher �eld strengths than non-interacting galaxies (Drzazga et al., 2011). Given su�cient and rapid enough
ampli�cation, it is possible that the galactic magnetic �eld could reach equipartition or even become locally

44



dominant during the merger. This would have signi�cant rami�cations for the gas dynamics and subsequent
star formation.

Such a scenario has not yet been rigorously tested. Indeed, merger simulations have traditionally been
performed using pure hydrodynamics only. This owes both to the well-known technical di�culties in
discretising the equations of MHD whilst su�ciently maintaining ther � H = 0 constraint in dynamic
environments, and to the already considerable computational cost involved in su�ciently resolving the
galactic interior. To increase resolution, the few MHD simulations that have focused on mergers have
been run exclusively with idealised set-ups (Kotarba et al., 2010, 2011; Geng et al., 2012; Moss et al.,
2014; Rodenbeck and Schleicher, 2016). Whilst these can be helpful to probe the physics involved, such
simulations necessarily require the somewhat arbitrary choice of a range of free parameters. This can result
in cosmologically-inconsistent mass infall, tidal �elds, and orbital parameters for the participating galaxies.
This is problematic as such parameters have been shown to play a pivotal role in the production of the merger
remnant (e.g. Naab and Burkert, 2003).

The choice of free parameters may be reduced by running fully-cosmological simulations. However, to
be cosmologically-consistent, the galactic environment must be resolved for several tens of Mpc. In contrast,
resolving the turbulence in the ISM that drives the small-scale dynamo is expected to require close to parsec
resolution (Dubois and Teyssier, 2010; Renaud et al., 2014). Clearly, resolving these scales at the same
resolution is computationally infeasible. In this work, we attempt to reconcile the di�erences between these
scales by running cosmological MHD `zoom-in' simulations, which focus their computational power on
the object of interest and resolve the surrounding environment more coarsely. Such simulations are able to
include large-scale cosmological e�ects, whilst resolving baryonic processes below the kpc scale. Several
MHD zoom-in simulations of this kind have now been run (e.g. Rieder and Teyssier, 2017; Pakmor et al.,
2017; Hopkins et al., 2020; Libeskind et al., 2020). However, as already stated, until now these have all
focused on relatively isolated galaxies, with any analysis on mergers being purely incidental (e.g. Pakmor
et al., 2014; Martin-Alvarez et al., 2018). In this paper, we rectify this by presenting a series of high-resolution
cosmological MHD zoom-in simulations of major mergers. By comparing the outcome of these simulations
to hydrodynamic simulations run from the same initial conditions, we evaluate the impact of magnetic �elds
on galaxy mergers in a cosmologically-consistent manner for the �rst time.

The paper is organised as follows: in Section 3.2 we describe our methodology and present the simulations.
In Section 3.3, we present our analysis of the simulations, including: the impact of MHD on global properties
(Section 3.3.1), the impact of MHD on structural properties (Section 3.3.2), and the impact of resolution on
our results (Section 3.3.3). We support the work in this section with comparisons to simulations of galaxies
with more quiescent merger histories, showing that the observed di�erences are particularly evident in the
merger scenarios. In Section 3.4, we suggest reasons why magnetic �elds have been ine�ectual in previous
simulation work, discuss our results in the context of galaxy evolution as a whole, and discuss the main
caveats to our results. Finally, in Section 3.5, we summarise our main conclusions.

3.2 Methodology
In order to observe the magnetic �elds at their most e�ective, we have simulated a series of gas-rich

major mergers. In particular, we have re-run the merger simulations �rst presented in Sparre and Springel
(2016) with the inclusion of ideal MHD physics. These mergers were considered to be an ideal starting
point as: 1) the progenitors had large, gas-rich discs, implying MHD analogues that would have strong,
well-ordered magnetic �elds; 2) at coalescence the gas densities were shown to reach high values, implying
correspondingly strong ampli�cation; and 3) the merger remnants in these simulations were able to rebuild
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their discs. The rebuilding process is naturally dependent on gas dynamics, allowing for further in�uence
from the magnetic �elds.

The set-up for these merger simulations is discussed in the following section. We discuss the set-
up for the simulations of galaxies with more quiescent merger histories in Section 3.2.5. In each case,
the hydrodynamic and MHD simulations use the same underlying numerical implementation, such that a
hydrodynamic simulation is equivalent to an MHD simulation with seed �eld set to zero.

3.2.1 Initial conditions and parameters

The initial conditions for the merger simulations are the same as those presented in Sparre and Springel
(2016, 2017). These were created by selecting four galaxies from the hydrodynamic cosmological simulation
Illustris (Vogelsberger et al., 2014b,a; Genel et al., 2014) that had undergone a major merger betweenI = 1
and I = 0•5, were relaxed atI = 0, and had a �nal stellar and halo mass close to that of the Milky Way.
Zoom initial conditions were then created with a modi�ed version of theN-GenIC code (Springel, 2015)
for a periodic box of side 75 co-moving Mpc� � 1, using the WMAP-9 (Hinshaw et al., 2013) cosmological
parameters; i.e. the density parameters for matter, baryons and a cosmological constant:
 m = 0•2726,

 b = 0•0456, 
 � = 0•7274, respectively, and Hubble's constant� 0 = 100� km s� 1 Mpc� 1 with � = 0•704.

Dark matter particles were given a high-resolution within a roughly spherical region around the target
galaxy, with a shell of standard resolution particles following, and lower-resolution particles �lling the
remaining volume. The highest dark matter mass resolution in the simulation was set to:

< DM =
�

1820
2048� `zoom factor'

� 3

� 6•299� 106 M � – (3.1)

where 1820/2048 is the ratio between the number of dark matter particles per box length in Illustris
relative to our standard resolution1, and6•299� 106 M � is the �nest dark matter mass resolution in Illustris.
Our simulations were run with zoom factors equal to 1, 2, and 3, which corresponds to dark matter mass
resolutions that are 1.4, 11.4, and 38.5 times �ner than in the original Illustris run. Equivalently, simulations
with a zoom factor of 3 have� 1•8 times �ner mass resolution than the �ducial `Level 4' Auriga simulations
(Grand et al., 2017).

Following Springel (2005) and Price and Monaghan (2007), the softening length,nDM , was chosen to be
� 1•40of the initial average particle spacing:

nDM �
!

40 � 2048� `zoom factor'
– (3.2)

where ! is the box length. The softening length is a co-moving length untilI = 1, at which point it is
frozen in physical units, thereby maintaining the same resolution in the simulation forI Ÿ 1. This helps to
prevent unrealistic two-body interactions at early times, whilst still allowing small-scale structure to continue
to form at late-times (see, e.g. Power et al., 2003). As gas cells vary strongly in density, their softening
length is also scaled by the mean radius of the cell. Such cells have a minimum co-moving softening length

1Standard resolution is therefore equivalent to setting `zoom factor' = 1.
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Table 3.1: Zoom factor, �nest dark matter mass resolution, �nest baryon mass resolution, and softening length atI = 0
for our highest, intermediate, and lowest-resolution runs, respectively.

Zoom factor < DM [M � ] < b [M � ] nDM [kpc]

3 1•64� 105 2•74� 104 0.22
2 5•53� 105 9•24� 104 0.32
1 4•42� 106 7•39� 105 0.65

of 30 � � 1 pc (frozen atI = 1, as before) and a maximum physical softening length of 1.1 kpc. A full list of
mass resolutions and softening lengths for each zoom factor is seen in Table 3.1.

3.2.2 Arepo , Auriga, and MHD implementation

The simulations were evolved fromI = 127using the Auriga galaxy formation model (Grand et al., 2017)
and the moving-mesh code,arepo (Springel, 2010; Pakmor et al., 2016b; Weinberger et al., 2019).Arepo
uses a set of mesh-generating points to de�ne a Voronoi tessellation, on which a second-order accurate,
�nite-volume Godunov scheme is formulated. Mesh-generating points may be moved arbitrarily and cells
can be re�ned and de-re�ned such that they maintain a target mass resolution. In this manner, cells follow
the �ow of mass and thereby inherit the advantages of both Lagrangian and grid-based Eulerian codes. It
has been shown thatarepo is considerably more accurate than standard smoothed-particle hydrodynamic
(SPH) methods when applied to a range of computational �uid dynamic problems (Sijacki et al., 2012) and
produces the expected Kolmogorov turbulent cascade (Kolmogorov, 1941) for subsonic turbulence, unlike
standard SPH models (Bauer and Springel, 2012). The power spectrum of turbulence has a signi�cant impact
on its ability to excite the small-scale dynamo, making this result especially germane to our investigation.

The Auriga galaxy formation model is closely based on the models of Vogelsberger et al. (2013) and
Marinacci et al. (2014) but contains important changes with respect to stellar feedback and the inclusion of
the Pakmor and Springel (2013) MHD implementation (both summarised in the following text). The Auriga
model has been shown to be able to produce Milky Way (MW)-like galaxies with appropriate stellar masses,
sizes, rotation curves, star formation rates, and metallicities (Grand et al., 2017), as well as �ner details such
as the correct structural parameters of bars (Blázquez-Calero et al., 2019) and the existence of chemically
distinct thick and thin discs (Grand et al., 2018). The models for star formation, stellar feedback, and active
galactic nuclei (AGN) feedback are all physically well-motivated and parameters do not require retuning
between resolution levels. Earlier work has shown that this is a non-trivial result (Scannapieco et al., 2012).
We summarise the main features of the model here, but encourage the reader to refer to Grand et al. (2017)
and references therein for a more comprehensive picture.

Gas may cool in Auriga via both atomic and metal-line cooling with self-shielding corrections accounted
for (Vogelsberger et al., 2013). A spatially uniform UV background �eld is included, which fully reionises
hydrogen byI � 6 (Faucher-Giguère et al., 2009). The ISM is described using the Springel and Hernquist
(2003) model, which treats star-forming gas as a two-phase medium governed by an e�ective equation of
state. This model is derived from the assumption that, at the onset of thermal instability, processes below
the resolution limit quickly lead to a pressure equilibrium forming between the hot and cold gas phases.
It is not necessary to recalibrate this model when including magnetic �elds. We show this explicitly in
Appendix 3.6.1.

Star particles are formed stochastically above a threshold density of=SF = 0•13 cm� 3 with a probability
that scales with the local dynamical time. Each star particle represents a single stellar population, charac-
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terised by an age and metallicity, and assuming a Chabrier (2003) initial mass function. Stellar evolution is
treated self-consistently, with mass loss and metal yields from supernovae SNII, SNIa, and asymptotic giant
branch stars calculated at each time step and distributed to nearby gas cells using a top-hat kernel. The number
of SNII events is set according to the number of stars formed in the mass range8 � 100 M � . This event is
modelled by converting a star-forming gas cell into a wind particle and launching it in a randomly-chosen
direction with a velocity proportional to the local one-dimensional dark matter velocity dispersion (Okamoto
et al., 2010). Wind particles interact only gravitationally until they reach a gas cell with= Ÿ 0•05 =SF or
exceed the maximum travel time. The particle's energy is then deposited in the gas cell with the energy
being split into equal parts thermal and kinetic. This results in smooth, regular winds, which become mostly
bipolar at late times, as the wind takes the path of least resistance away from the galaxy. This is opposed to
the bipolar wind model of Marinacci et al. (2014), in which wind particles are explicitly assigned an initial
direction pointing away from the disc (see, e.g. Pillepich et al., 2018b, for further details).

Black holes are seeded with a mass of105 M � � � 1 in friends-of-friends (FoF) groups (Davis et al., 1985)
with masses greater than5 � 1010 M � � � 1 at the position of the most dense gas cell. Black hole dynamics
are governed by the Springel et al. (2005a) model, with accretion described by an Eddington-limited Bondi-
Hoyle-Lyttleton model and an additional term modelling radio accretion based on Nulsen and Fabian (2000).
Feedback takes place through both radio and quasar modes, with thermal energy injected isotropically into
neighbouring gas cells for the quasar mode, and bubbles of gas being gently heated at locations within the
halo for the radio mode. The number of black hole neighbours are doubled with each increase in zoom factor
in the standard way as a compromise between maintaining the total volume of neighbours and the increasing
computational expense. In both quasar and radio mode, energy is injected continuously at a rate proportional
to the accretion rate.

Magnetic �elds are treated in the ideal MHD approximation (Pakmor et al., 2011; Pakmor and Springel,
2013), with the divergence constraint maintained through the use of a Powell 8-wave scheme (Powell et al.,
1999). In theory, the divergence constraint could also be preserved at machine precision using constrained
transport schemes (Evans and Hawley, 1988), such as that implemented forarepo in Mocz et al. (2014).
In practise, however, the Powell implementation performs su�ciently well, such that it is able to accurately
replicate a series of MHD phenomena. These include: the linear phase of growth of the magneto-rotational
instability (Balbus and Hawley, 1991; Pakmor and Springel, 2013); the development of a small-scale dynamo
in MW-like galaxies (Pakmor et al., 2014, 2017); similar �eld strengths and radial pro�les to those observed
in MW-like galaxies (Pakmor et al., 2017); and Faraday rotation measure strengths that are broadly consistent
to those observed for MW-like galaxies, both for the disc (Pakmor et al., 2018) and when compared with the
current upper limits available for the circumgalactic medium (Pakmor et al., 2020).

For each MHD simulation, we seed a homogeneous �eld of10� 14 co-moving Gauss, orientated along
the I -direction, throughout the volume atI = 127. This choice is essentially arbitrary as, for a broad range
of values, all traces of the initial �eld strength and con�guration are erased by an exponential dynamo in
collapsed haloes (Pakmor et al., 2014). Our choice of initial �eld strength has also been shown to produce
magnetic �elds that are dynamically irrelevant outside of collapsed haloes (Marinacci and Vogelsberger,
2016). We note that during a star- or wind-forming event, the magnetic energy of the associated gas cell is
removed, and is assumed to be locked-up in the subsequently formed stellar macro particle. Excluding this,
magnetic �elds are not explicitly included in our subgrid models.
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Table 3.2: Table of simulation parameters and merger remnant quantities atI = 0 (I = 0•11 for 1605-3). The columns
show: 1) simulation run name; 2) physics included; 3) stellar mass ratio of main progenitors atI = 0•93; 4) virial mass2;
5) virial radius; 6) bound stellar mass; 7) inferred stellar disc mass; 8) inferred stellar bulge mass; 9) disc-to-total stellar
mass ratio3; 10) radial scale length; 11) bulge e�ective radius; 12) Sérsic index; 13) optical radius4; 14) gas-to-total
baryonic mass fraction within the optical radius. We consider columns 3-6 and 14 to be global properties, whilst 7-13
are structural properties.

Run Physics
" � –1

" � –2

" 200

1012 M �
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1010 M �
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1010 M �

" b

1010 M �
� •)

' d

kpc
' e�

kpc
=

' opt

kpc
5gas

Highest resolution

1330-3M MHD 1.92 1.58 239.41 10.99 6.99 3.14 0.69 [0.41] 6.51 1.74 1.05 27.90 0.35

1330-3H Hydro 2.00 1.52 236.18 11.07 6.60 2.12 0.76 [0.43] 7.00 1.70 0.69 15.43 0.16

1526-3M MHD 1.08 1.75 247.74 5.72 3.18 1.88 0.63 [0.45] 4.25 1.72 0.92 18.23 0.17

1526-3H Hydro 1.10 1.77 248.39 5.48 2.77 1.93 0.59 [0.35] 4.00 1.15 0.74 12.03 0.19

1349-3M MHD 1.08 1.46 233.23 9.92 4.06 4.50 0.47 [0.43] 4.47 0.90 0.93 19.35 0.19

1349-3H Hydro 1.11 1.45 232.51 9.43 4.27 2.82 0.61 [0.47] 4.28 0.95 0.72 13.14 0.09

1605-3M MHD 1.29 1.07 203.60 7.98 3.26 3.11 0.51 [0.24] 1.72 0.85 0.66 11.56 0.19

1605-3H Hydro 1.38 1.04 201.43 6.86 1.44 3.56 0.29 [0.11] 1.41 0.74 0.45 8.36 0.07

Intermediate resolution

1330-2M MHD 2.05 1.56 238.46 9.39 5.88 2.22 0.73 [0.44] 7.80 3.50 1.17 24.72 0.29

1330-2H Hydro 2.06 1.59 239.89 8.73 5.54 1.88 0.75 [0.40] 6.35 2.68 1.17 23.06 0.31

Lowest resolution

1330-1M MHD 2.17 1.60 240.23 7.17 4.34 1.95 0.69 [0.39] 4.19 2.03 0.74 21.39 0.41

1330-1H Hydro 2.20 1.54 237.20 6.88 4.10 1.56 0.72 [0.42] 6.46 2.70 1.05 21.61 0.31

3.2.3 Galaxy tracking

In this work, we de�ne haloes through the standard FoF approach and galaxies, or equivalently `subhaloes',
using thesubfind algorithm (Springel et al., 2001). The distinction is useful as whilst FoF haloes may form
tenuous bridges during galaxy interactions, causing them to be identi�ed as a single structure, subhaloes are
characterised by `self-boundness', meaning that structures remain essentially distinct until coalescence. The
use of subhaloes hence allows us to consider the evolution of an individual galaxy until a very advanced stage
of the merger.

The primary and secondary progenitors of a merger are identi�ed as the �rst and second most massive
galaxies atI = 0•93, as during this period both galaxies are relatively isolated (cf. Sparre and Springel 2016).
In order to track the galaxies between snapshots, it is a case of identifying the galaxy that shows the most
consistent trajectory to a previously identi�ed one. In practise, this is the same as identifying the galaxy
that contains the same black hole particle. Such a result is expected, as earlier work has shown that reliable
merger trees can be constructed by tracking only the 10-20 most bound particles of each galaxy (Wetzel
et al., 2009; Rodriguez-Gomez et al., 2015). A short analysis of the deviations that occur is presented in
Appendix 3.6.2.

3.2.4 Simulations

In total, eight high, two intermediate, and two lower-resolution merger simulations were run. Each merger
simulation is given a name with the format AAAA-BC, where AAAA is the four-digit FoF group number in
Illustris for the halo containing the original galaxy atI = 0, B is the `zoom factor' of the simulation, and C
is the letter `M' or `H', denoting MHD or hydrodynamic physics, respectively. The full list of simulations
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run is given in Table 3.2. For the rest of the paper, references to a part of the run name implicitly refer to all
simulations that contain this part � e.g. a reference to 1330 refers to all simulations with this pre�x.

Whilst we consider only one major merger event in each simulation, the trajectories and total number of
participating galaxies vary. These di�erences have an impact on the production of the merger remnant, and
so we brie�y describe the interactions here. Roughly speaking, we may separate our merger scenarios into
inspiralling (1330 and 1526) and head-on (1349 and 1605) major mergers. We proxy the beginning of the
merger by the time of �rst periapsis. For 1330, this occurs at a lookback time of� 5.4 Gyr (I � 0•54), for
1526 it occurs at� 6.8 Gyr (I � 0•77), and for the 1605 and 1349 simulations, it takes place at� 6.35 Gyr
(I � 0•69º. Every galaxy experiences an additional mix of minor mergers and �y-bys, with most of these
accompanying the major merger. With this said, some relatively signi�cant tidal interactions take place at
approximate lookback times of 4 and 1 Gyr for 1330, 2.5 Gyr for 1526, 1 Gyr for 1349, and generally at late
times for 1605. It should be noted too that the merger scenario in 1349 is particularly complex, with seven
galaxies of signi�cant mass existing within 100 kpc of the main galaxy at the time of the major merger. All
of these galaxies, however, either coalesce with the main galaxy or leave its neighbourhood shortly following
the major merger.

3.2.5 Comparisons to more isolated galaxies

In order to isolate the impact of mergers on our results, we compare our merger simulations to galaxies
with more quiescent merger histories. For this purpose, we select four galaxies from the original Auriga
(Grand et al., 2017) simulation suite (Au2, Au12, Au16, and Au23) and re-run these without magnetic �elds.
These galaxies have similar disc sizes and masses but all have signi�cantly quieter merger histories than the
galaxies in our simulations. This can be con�rmed by observing their low accreted stellar mass fractions,
5acc, as given in Table 1 of Grand et al. (2017). To make sure that their growth is predominantly secular,
Auriga galaxies are also selected such that they are farther than9 � ' 200 from any halo with a mass greater
than 3 per cent of their own atI = 0. The galaxy formation model used for these simulations is identical to
that of our own. The dark matter mass resolution of these simulations is3 � 105 M � , which is in between
our zoom factor 2 and 3 runs. The softening lengths are therefore scaled accordingly (see Table 2 of Grand
et al., 2017 for further details).

3.3 Analysis

3.3.1 Impact of MHD on global properties

Halo and stellar mass

In Table 3.2, we provide a series of values that describe the merger remnant at the end of the simulation.
These are given atI = 0•11 for the 1605 simulations, as tidal disruption a�ects the structural properties of
the remnant in the simulation at late times. For all other simulations, the data is given forI = 0. From the
table, it can be seen that the virial mass and virial radius of the merger remnant changes little, regardless of
the resolution level or physics included in the simulation. Such a result is expected, as these statistics are
dominated by the dark matter distribution, which feels no direct in�uence from magnetic �elds and only a

2De�ned to be the mass inside a sphere in which the mean matter density is 200 times the critical density of the universe.
3Values are based on the circularity parameter de�ned in Abadi et al. (2003). The bracketed (unbracketed) values show the stellar

mass ratio that kinematically belongs to the disc (doesn't belong to the bulge). See Section 3.3.2 for details.
4De�ned, as in Grand et al. (2017), as the radius at which the� -band surface brightness drops below` � = 25 mag arcsec� 2 . This

region roughly encloses the disc.
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Figure 3.1: Top row: star formation history for the main galaxy in each high-resolution simulation as a function of time.
The dashed vertical line marks the time of �rst periapsis in the MHD simulations.Bottom row: distance between the
main progenitors as a function of time for the same simulations. The star formation history of the galaxy does not change
signi�cantly with the inclusion of MHD physics.

limited in�uence from any reorganisation of the baryonic matter. The similarity of these measures across all
resolutions and physics models shows that the large-scale structure in our simulations is very well-converged.

The small-scale baryonic structure, on the other hand, is slightly less well-converged between resolution
levels. Here, the total stellar mass bound to the galaxy at the end of the simulation increases by a factor of
roughly� 25 per cent with each increase in zoom factor. A similar increase in stellar mass with resolution was
also observed in Grand et al. (2017). In this case, it was noted that the excess mass mostly originated from
stars born within the inner 5 kpc of the galaxy, where star formation is particularly susceptible to non-linear
black hole accretion and related feedback loops (cf. Marinacci et al., 2014). Such processes will have been
further a�ected by our treatment of black hole neighbours; as discussed in Section 3.2.2, due to computational
constraints the total volume of black hole neighbours decreases slightly with increased resolution. This will
increase the initial energy density of the injected thermal energy.

Whilst there are clearly some small discrepancies as function of resolution, overall we consider the stellar
mass values in our simulations to be su�ciently similar for the aims of this paper. This is especially so given
the non-triviality of achieving convergence in cosmological simulations and the highly dynamic nature of the
systems we have modelled. In particular, the stellar mass ratio of the main progenitors is su�ciently close
that the results may be robustly compared with one another.

Considering the impact of including MHD physics, we see that this too has little e�ect on the �nal stellar
mass bound to the galaxy. This is notable, as theoretically magnetic �elds are able to provide pressure
support to the gas, reducing the fraction above the threshold density,=SF, thereby suppressing star formation.
Some authors have also claimed evidence of a magnetically-driven wind arising in MHD galaxy simulations
(e.g. Steinwandel et al., 2019), which would be able to remove cold, star-forming gas from the disc with the
same e�ect. In contrast, we see no evidence of magnetic �elds suppressing star formation in our simulations.
Indeed, in most cases the �nal stellar mass is actually slightly higher in the MHD simulation compared to
the hydrodynamic analogue.
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Star formation history and orbit

This picture is reinforced in Fig. 3.1, where we show the star formation history for the main galaxy in each
high-resolution simulation. To produce this, all star particles that were within' opt

5 (see penultimate column
of Table 3.2) of the centre of the main galaxy atI = 0 were selected. The initial masses of these particles
were then binned by their formation time, with bin widths set equal to 30 Myr. This width was chosen
as it provides adequate time resolution, whilst preventing the data from becoming dominated by stochastic
noise resulting from our probabilistic star formation model. This method is particularly advantageous as it
is independent of the galaxy tracking process. A minor disadvantage, however, is that we exclude stars that
have left the galaxy after formation. In practise, though, this has a negligible impact on the �nal result.

In each simulation, the merger causes a sudden rise in star formation, as existing gas is compressed and cold
gas is brought into the galaxy. The timing of this rise correlates closely with the merging galaxy's periapsis,
with the �rst approach generally causing the strongest burst. The merger scenarios presented in the two
left-most panels are, broadly-speaking, the most energetic, being approximately head-on. Correspondingly,
they show the most enhanced star formation. In contrast, the two right-most panels show inspiralling
mergers. For these mergers, even the boosted star formation rate falls well short of the starburst threshold, as
de�ned in Sparre and Springel (2017). Signi�cant star formation continues long after coalescence in every
simulation, however, with none of the galaxies being quenched. This provides yet further evidence to support
the argument that gas-rich mergers are not well-described by the `traditional' merger scenario, and instead
preferentially produce a star-forming remnant.

Comparing simulations that included MHD physics to those that did not, we see that the magnitude,
duration, and timing of the star formation peaks change very little. In fact, any discrepancies seen between
the star formation histories can be more than adequately explained by the numerically stochastic nature of
our star formation model, and by variations in the merger progression, as proxied by the distance between
the two main progenitors.

Apart from indicating that magnetic �elds have been ine�ectual in suppressing star formation, the strong
similarity of the star formation histories also provides further evidence that our simulations are numerically
robust. This robustness is also seen in the almost identical evolution of the distance between the two main
progenitors up until the �rst periapsis. After this time, the trajectories deviate a little. We note that the
progenitors in the MHD simulations coalesce systematically faster than in the hydrodynamic analogues,
and it is possible that this is an indication of more e�cient transport of angular momentum in the MHD
simulations. In general, however, the di�erences may also be explained by the non-linear N-body dynamics
at play. In particular, the apparent extended orbit of the secondary galaxy in 1330-3H may be attributed to
the late merger of its black hole and the subsequent continued identi�cation of a distinct subhalo until this
time.

Amplifying the magnetic �eld

The broad similarity of the star formation histories produced by each physics model could easily be
explained if the galactic magnetic �eld was not signi�cantly ampli�ed during the merger. However, this is
not the case. In the top row of Fig. 3.2, we show the evolution of the radially-binned average magnetic �eld
strength for each high-resolution simulation. To create this, volume-weighted means of the magnetic energy

5This radius encompasses virtually all stellar material in the galaxy. We have also conducted this analysis using a �xed radius of 30
kpc for each galaxy, which produces an essentially identical result.
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Figure 3.2: Top row: radially-binned mean magnetic �eld strength in the galactic disc for each high-resolution simulation
as a function of time. Bins have a radial extent of 0.25 kpc and a vertical extent of� 1 kpc. The dashed vertical line
marks the time of �rst periapsis. The merger in each simulation is able to substantially amplify the magnetic �eld in the
inner 5 kpc by up to an order of magnitude, with e�ects visible for several Gyr afterwards.Middle row: total magnetic
energy in a disc with radial extent' opt (as given in Table 3.2) and vertical extent� 5 kpc. Bottom row: distribution of
the ratio of thermal-to-magnetic energy density for gas cells that lie within the same disc as above. The solid black line
indicates the median, whilst the grey shaded region indicates the interquartile range. A horizontal line marks the point at
which the magnetic energy density is equal to the thermal energy density. The merger generally results in a temporary,
but signi�cant, increase in the fraction of gas cells where the magnetic �eld is dominant.

density are taken, using gas cells lying in annular rings of width 0.25 kpc and vertical extent� 1 kpc; a region
that covers the dense gas in the disc. The mean values are then converted back into an average �eld strength
for the corresponding radius. It may be seen that immediately after �rst periapsis (indicated by the dashed
black line) the magnetic �eld strength in the inner regions of the disc (® 5 kpc) is strongly ampli�ed by up
to an order of magnitude. During this time the radial pro�le of the magnetic �eld strength continues to be
well-�t by a double exponential, as observed in Pakmor et al. (2017). As expected, the strongest ampli�cation
of the magnetic �eld occurs for the most energetic mergers (1605-3M, 1349-3M). Indeed, for these galaxies
a number of pixels over-saturate in Fig. 3.2. This is particularly the case for 1349-3M, where a few pixels
reach over 150� G with mean �eld strengths reaching a maximum of310� G. Field strengths this high are
unusual, but are not unheard of for starburst galaxies (see, e.g. Lacki and Beck, 2013).

The remaining �eld strengths in our simulations are in good agreement with those expected for gas-rich
merging galaxies. In particular, the early stages of ampli�cation seen for the inspiralling galaxies (1526-3M,
1330-3M) are consistent with strengths observed for the Antennae galaxies (Basu et al., 2017), whilst the
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evolution until coalescence is consistent with that derived from nearby interacting galaxies by Drzazga et al.
(2011). Our galaxies di�er in their evolution post-merger, however, as whilst Drzazga et al. (2011) predicts
the galactic magnetic �eld to weaken signi�cantly after coalescence, in our simulations the �eld remains
highly ampli�ed for at least 1.5 Gyr in each instance. Furthermore, when the �eld strength eventually does
decrease, it returns to a strength that is at least as high as that which the galaxy had pre-merger. This di�erence
in evolution is likely to be due to the di�erent nature of the merger scenarios that we simulate; whilst the
remnants in the Drzazga scenario are quenched, those in our own simulations are not. Instead, the remnants
in our simulations maintain a signi�cant percentage of their gas content, allowing them to also maintain the
strength of their magnetic �eld until well after the initial merger-induced starburst has passed. Assuming
our simulations re�ect reality, this provides a new potential observable: an observation of an unusually high
magnetic �eld in a galaxy that otherwise has a normal or low star formation rate could be an indication that
the galaxy has undergone a gas-rich major merger in its recent past.

The decrease in magnetic �eld strength in the inner regions after the initial period of ampli�cation is
correlated with the rebuilding of the disc. This rebuilding is seen in Fig. 3.2 through the increase in the �eld
strength at larger radii. In some galaxies, at late times the �eld strength also reduces at these larger radii, as
magnetic �ux is locked up in newly-formed star particles and the consumed gas is not replenished. Such a
process is seen particularly for 1526-3M from� 2 Gyr onwards. Gas is also removed periodically from the
inner regions due to AGN activity, causing the magnetic �eld strength to `�icker' at late times. This process
may be undermining the ampli�cation of the magnetic �eld generally, as �eld strengths do not generally
recover to the same level afterwards. On the other hand, there are periods when the magnetic �eld strength
increases at late times. For example, we see an enhancement of the magnetic �eld strength in 1330-3M by
a factor of roughly two atI � 0, relative to its value at� 1.5 Gyr. The galaxy in this simulation undergoes a
series of minor tidal interactions at late times. It is not clear though whether the �eld ampli�cation seen is a
direct result of these interactions; whilst Pakmor et al. (2017) do observe that minor mergers can cause such
an e�ect, it is di�cult to distinguish this particular enhancement from similar order �uctuations seen in the
other simulations.

Although not shown explicitly here, at the time of the merger the �eld strength in the inner regions
increases by more than that expected from pure adiabatic compression. This suggests that the ampli�cation
at this time is at least in part due to a small-scale dynamo. Evidence was shown in Pakmor et al. (2017)
that such a dynamo was active in the Auriga galaxies. In particular, it was shown that the kinetic energy
power spectrum took on a characteristic Kolmogorov (1941) spectrum, producing in turn a magnetic energy
power spectrum of the Kazantsev (1968) type, as expected from small-scale dynamo theory. Naturally, the
turbulent energy available in our simulations for such ampli�cation should be even higher, owing to the strong
solenoidal and compressive forcing during the tidal interactions We will explicitly study the existence of such
a small-scale dynamo in Section 3.3.3, showing that power spectra of the forms described here continue to
be evident in our own simulations.

In contrast to the inner regions, the magnetic �eld strength in the outskirts of the galaxies (A ¦ 10 kpc)
increases and decreases almost exactly withd2•3. This implies that the �eld strength at these radii depends
almost exclusively on �ux conservation (Kulsrud, 2005), and that any dynamo that may exist is already
saturated. This observation is further supported by the lack of ampli�cation and �eld reorganisation seen
after the merger at such radii, despite the passing of several Gyr.

In the middle row of Fig. 3.2, we show the total magnetic energy in a volume with radial extent' opt and
vertical extent� 5 kpc. This region approximately bounds the disc and its immediate neighbourhood. It can
be seen that the total magnetic energy generally follows the �uctuations seen in the radial evolution above.
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This is expected, as the ampli�cation of the inner regions substantially contributes to the total energy in the
volume. In each case, the magnetic energy spikes at the �rst periapsis as the energy of the merging galaxy is
included in the calculation. The energy then increases more consistently shortly afterwards, as the associated
turbulence and compression works to amplify the galactic magnetic �eld. This ampli�cation is substantial,
and can increase the total magnetic energy by up to an order of magnitude, as can be seen for 1349-3M.
This period of heightened magnetic energy generally lasts for a shorter time than the corresponding inner
ampli�cation for most simulations, as magnetic energy decreases in the surrounding volume.

The period of initial ampli�cation is generally followed by a second, longer period of increased magnetic
energy. This is a result of the rebuilding of the gas disc in the remnant, and is once again particularly clear
for simulation 1349-3M. For 1605-3M, this period is also a time of high activity from the central AGN. This
results in a strongly non-linear evolution of the total magnetic energy, re�ecting the subsequent �uctuations
of the magnetic �eld strength in the inner® 5 kpc. The two periods of increased magnetic energy are not
very well separated in simulation 1330-3M. Here, the phases merge as the merger takes place over a sustained
duration (see Fig. 3.1). This means that the merging galaxy drives turbulence, and the resulting dynamo
e�ect, over a period of several 100 Myr.

For most simulations, the total magnetic energy decreases towards the end of the simulation, returning
to a roughly pre-merger level. At this time the turbulent driving from tidal interactions has long since
stopped, and there is no longer a su�cient energy budget to maintain the ampli�ed �eld strength. Once
again, simulation 1330-3M does not quite follow this evolution, as it continues to be harassed at late times
by satellite galaxies. Indeed, a particularly close encounter takes place at around� 1 Gyr, coinciding with
the peak seen in the total magnetic energy here. On top of this, this galaxy retains its gas content to a greater
extent (as may be seen from its5gasvalue in Table 3.2), allowing it to maintain its magnetic energy as well.

The change in magnetic energy also changes the energetic balance of the system. In particular, it changes
the ratio of thermal to magnetic pressure in the individual gas cells. This ratio varies strongly, both spatially
and temporally, and is not well-captured by a radial average. Instead, in the bottom row of Fig. 3.2, we
consider the distribution of this ratio for gas within the same volume as above. The distribution can be
strongly skewed by extreme values, and so we show the median and interquartile range, rather than the mean.
Larger values of this statistic imply that the gas dynamics are more a�ected by the thermal component, whilst
smaller values imply that the magnetic �elds are more in�uential.

It can be seen that at all times, the gas cells cover a broad range of values, indicating that there are regions
throughout the galaxy where either the thermal or magnetic pressure is dominant. In each case, however,
the distribution is biased towards thermal pressure at early times, indicating that magnetic �elds are, on
the whole, subdominant at this time. The arrival of the secondary progenitor results in gas in the galactic
neighbourhood being compressed and the production of a large amount of turbulence. This initially increases
the fraction of thermal pressure, before ampli�cation of the magnetic �eld swings the distribution the other
way. This development takes place within a few 100 Myr, consistent with the time-scales required for a
small-scale dynamo to amplify the �eld (Arshakian et al., 2009). This evolution is less clear in 1349-3M,
which may be a result of its more complex merger scenario (see Section 3.2.4). After the initial period of
ampli�cation, the evolution of the distribution is highly non-linear, depending strongly on the stability of
the magnetic �eld. As noted previously, this is seen particularly in 1605-3M, where AGN outbursts lead
to oscillations in the balance of the thermal to magnetic pressure distribution. Generally, the fraction of
magnetic pressure relative to thermal pressure has increased by the end of the simulation.

In Fig. 3.3, we show how the disc regrows after disruption. In the top and middle two rows, respectively,
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